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Abstract. Accurately predicting the future number of infected patients and deaths during an
epidemic is an important step towards efficiently allocating resources – doctors, nurses, hospital
beds, public awareness campaigns, or foreign aid – in combating a disease that spreads through a
community. In this paper, we develop mathematical models for the Ebola epidemic that started in
West Africa in 2014 and that has infected more than 20,000 people so far.
To this end, we create a discrete time, age structured model using assumptions based on publicly
available data from Sierra Leone and West Africa. We show that with reasonable assumptions, we
provide an accurate fit to the reported number of infections and deaths due to Ebola in Sierra Leone.
The close fit to past data provides hope that the model can also serve as a prediction for the future
and we verify this in an appendix for data that became available after we created our model.
AMS subject classifications. 97M60, 97M10, 34K60

1. Introduction. On March 25th, 2014 the World Health Organization (WHO)
reported an outbreak of Ebola fever in the southeastern part of Guinea in West
Africa [7]. Prior to this announcement, Guinea had experienced 86 suspected cases
and a total of 59 deaths linked to an unidentified virus. The French branch of Doctors
without Borders identified Zaire Ebola virus as the cause of these deaths, a strain of
the Ebola virus characterized by a hemorraghic fever and high mortality rate. Within
the next few days, additional cases spread to Liberia and Sierra Leone, a total of 26
confirmed as Ebola. This number rose to 100 cases in a month, and in 4 months to
909 confirmed cases – more than any other Ebola outbreak ever before. At the time
of writing, there were almost 25,000 reported cases of infection, and almost 10,000
deaths; both numbers are probably significant underestimates of reality.
While the infection has remained contained almost exclusively to the three countries mentioned above, a report at the end of August 2014 by the Centers for Disease
Control and Prevention (CDC) in the United States confirmed Ebola cases in 13
countries [7]. Some of these countries saw transmission within their borders, but
ultimately all controlled their cases through rigorous quarantine and tracking of all
individuals who may have come into contact with patients. Yet, this expansion into
several outside countries (such as the United States) supported the public perception
that the virus was leaving West Africa, and the epidemic quickly received significant
global media attention.
For infections that spread to such large numbers of people, mathematical models
can be used to predict the further progression of an epidemic. This provides insight
into both the number of infected patients one can expect in the future, as well as
how many of those will in fact die. Such models are useful because they can help
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allocate resources – doctors, medication, mobile clinics, money, or international aid
– in anticipation of what is expected to happen and where it will have the biggest
impact. Since almost all decisions in health care, in particular in developing countries
like those in West Africa, are made in an environment of scarcity, making the best
of available resources based on models is clearly useful. Furthermore, models allow
us to identify targets for interventions. For example, epidemiological models have
parameters for transmission rates from one patient to uninfected others, with an
associated mortality rate. A model then allows us to ask questions such as “By how
much do we have to reduce transmission rates to stop the epidemic?” or “By how
much do we have to improve patient care to limit the total number of deaths to X ?”
The answer to such questions can then again be matched with available resources:
Do we spend the available money on building better clinics, on isolation wards, or on
public awareness campaigns through local media?
This paper presents a mathematical model for the spread of Ebola in West Africa
during the 2014/2015 epidemic. The model is based on publicly available data concerning the Ebola virus and its biological nature. Parameters describing human interaction and transmission coincide with the World Health Organization’s data about
patient and death numbers during the first several months of the epidemic. We show
that our model can be used to accurately track reported patient numbers and deaths;
that it identifies a change in how the affected countries responded to the disease in
late 2014; and how it can be used to define targets where interventions are necessary
to bring the epidemic under control. In an appendix, we also show that our model’s
predictions beyond the data points we used in its development, closely match actual
case numbers encountered since then.
The remainder of the paper is organized as follows: In Section 2, we outline
the biological and epidemiological background of Ebola. Section 3 introduces the
“traditional” approach towards modeling infectious diseases and its shortfalls. We
then introduce our age structured, discrete-time model in Section 4, along with its
parameters and our estimates for these parameters. We compare this model against
available data in Section 5. It will turn out that the model fits the initial stages
of the epidemic well, but deviates significantly beyond November 2014. Sections 6
and 7 therefore introduce a model that incorporates changes in individual behavior
and compares the resulting predictions with data, respectively. Section 8 provides
conclusions. An appendix performs a retrospective analysis with the data that has
become available after we finished developing our models and fitting its parameters.
2. Ebola: Motivation and Background. Ebola has garnered public interest
mostly because of its low survival rate compared with most other modern diseases
(between 30 and 70% of infected patients die within 2–3 weeks [23]) and graphic
symptoms: patients start to bleed both internally and externally, including bloody
stool and vomit. In many cases, the loss of fluids ultimately leads to death. Unlike
other diseases endemic in West Africa such as Malaria or Yellow Fever that require
a vector such as mosquitoes, Ebola is also readily spread from person to person: the
CDC states that the Ebola virus is spread through “direct contact with the blood or
body fluids” such as saliva, seat, semen, and mucus [19]. Ebola is referred to as a
“stable virus” with a constant and low mutation rate [15, 19], i.e., it is not likely to
mutate into a disease that is more contagious (for example, airborne). However, the
virus changes enough to reinfect those who have already recovered from the virus [19].
For the purposes of our model, this means that those who have recovered from Ebola
will eventually become susceptible to getting it again.
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Fig. 3.1. A traditional SIR Model

In our mathematical model, we strive to accurately represent the clinical progression of an Ebola infection through incubation, infectiousness, and recovery or death.
When a person contracts Ebola, they are in the incubation stage until the virus has
built up enough to make them infectious. Once infectious, they are able to pass on the
virus to anyone that comes into contact with their bodily fluids. Both the incubation
and infectious periods are estimated by the CDC to be 6 days [21], though the model
we will present below will use a more refined characterization of these days. Ebola
kills roughly half the people it infects, and if after the average six day period of infectiousness the patient has survived Ebola, they start entering a period of recovery [6].
Recovery can take any period of time and varies on the immune system of the victim.
The minimum recovery time is 21 days, and patients are kept for at least this amount
of time after an initial suspicion of infection [6].
When modeling a disease such as Ebola, details such as the culture and tradition
cannot be overlooked. Many West African societies follow a custom for funerals that
involves a very personal encounter with the diseased corpses. Many times before the
funeral, the sister of the deceased’s father is responsible for cleaning, bathing, and
dressing the body [9]. The family members of the dead, after the ritual ceremony,
will wash hands in a common bowl and either touch or kiss the face of the corpse [24].
Given that patients often show bleeding, vomiting and diarrhea, and that all of these
body fluids are infectious, this practice clearly poses a health risk and has contributed
to the spread of the disease; at the same time, it is a major target for intervention
through public awareness campaigns to reduce the infection rate.
Such interventions also need to be cognizant of local culture. If the bodies of
those who have perished of Ebola are left to be handled by professionals in hazmat
suits with limited family contact, then this implies a separate and less meaningful
burial than what many West Africans are accustomed to. There have even been
reports of families breaking into contained morgues to retrieve the bodies of their
dead relatives [20]. All opportunities for interventions are therefore constrained to
what is acceptable in terms of regional culture.
Our model will not attempt to directly describe these human interactions; instead
it will use statistical assumptions about how many other people each infected patient
infects, and it is through this parameter that we can model changes in behavior.
3. “Traditional” mathematical epidemiology models. The “traditional”
tools of mathematical epidemiology are a class of models that are commonly referred to
as “SIR” since they categorize the overall population into three categories: Susceptible
(don’t have the disease, but have potential of getting it), Infected (infected with
the disease), and Recovering (don’t have the disease and don’t have the potential
of getting it again). A graphical depiction of the simplest such model is shown in
Fig. 3.1.
SIR models, at their core, model these interacting populations over time. The
basic SIR model works by moving a number of people from the susceptible population
into the infected population at a rate called the infection rate β. The infection rate
is typically determined as a percentage of the people in the susceptible class times
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the number of already infected people. Similarly, people move from the infected
population into the recovered population at the recovery rate γ. The simplest SIR
model, shown in Fig. 5.1, is also known as the Kermack-McKendrick Model.
SIR-type models can vary in complexity. Many can include traits like incubation
periods, vaccines, the ability to return to the susceptible class, etc. They do so by
adding additional classes of people (e.g., infected but not yet infectious) and by adding
more arcs between classes (e.g., from recovered to susceptible), or allow classes to
lose population due to death or gain population through births. An early example of
application to Ebola can be found in [2], and SIR-type models for the Ebola outbreaks
in Congo (1995) and Uganda (2000) are described in [12].
Despite their conceptual simplicity and their success in describing data, SIR models also have drawbacks. Among these is that the parameters in these models are often
difficult to interpret and correlate with mechanistic descriptions of how a disease progresses. For example, SIR models do not have a coefficient that would indicate how
many secondary infections each patient causes on average; rather, it has a parameter
that indicates the fraction of the overall (susceptible) population each patient infects,
even in cases where it is clear that patients can not possibly interact with the entire
population or where the patient population is so small compared to the susceptible
population that the size of the susceptible population should be of no relevance to
the model. Secondly, the basic construction of all SIR models is through systems
of ordinary differential equations in which certain fractions of the population of one
class moves into another class each unit time. Consequently, a population can never
completely die out, even if there is no further inflow; it can only exponentially decay.
This is at odds with the actual progression of non-chronic diseases such as Ebola in
which the immune system completely clears the body of viruses after a certain time.
Consequently, if there are no new infections, we expect the number of infected persons
to be zero after some time, not just a small and exponentially decaying number that
could still infect others. Third, SIR models assume the presence of a finite susceptible
population. This is useful in cases such as the flu where a significant fraction of the
population gets infected, recovers, and is then protected from further infection (i.e.,
has moved to the recovered population). However, in cases such as the West Africa
Ebola epidemic, the number of infected people is (and will likely remain) a vanishingly
small fraction of the overall population. It is therefore neither necessary nor useful to
explicitly track the size of the susceptible population since it is essentially constant
and, furthermore, essentially infinite.
It is for these reasons that we desired to derive a more realistic age-structured
model rather than the original SIR model or one of its variations. The model derived
in the next section will not explicitly track the size of the susceptible population, and
we will strive to define it in terms of parameters that can be explicitly correlated with
epidemiologically traceable events such as one patient infecting another person.
4. An improved, age structured model.
4.1. The basic model. Given the observation at the end of the previous section,
we decided to utilize a discrete-time, age structured model instead. Here, “discretetime” means that we only consider populations in each class on a day-by-day basis,
rather than the continuous time models implied by differential equations. “Age structured” means that we will consider separate classes for people who are 1, 2, . . . days
into an infection. This allows us to easily model that patients do not show the same
infectiousness throughout their disease, and that the death rate is also different depending on the stage of the disease. Furthermore, since each patient moves from the,
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for example, “infected 10 days ago” either to the “infected 11 days ago” class or the
“dead” class, over the course of one day, and that we only track patients up to their
21st day of infection, we obtain a model that after 21 days of no new infections has
no patients left – as desired. In contrast to the SIR model, we do not separately track
susceptible and recovered classes; this is appropriate in the current case since the total
number of infections (a few ten thousands) is so small compared to the total population of the three West African countries that the susceptible class always contains
the entire population for all practical purposes, and the recovered class is negligible
for all practical purposes.
We can describe a model that satisfies these requirements through the following
set of equations where Ik (t) denotes the number of people who are k days into their
disease on day t (e.g., counted from June 4th, 2014, or any other arbitrarily chosen
date):
I1 (t + 1) =

21
X

βi Ik (t),

(4.1)

k=1

I2 (t + 1) = (1 − δ1 )I1 (t),
I3 (t + 1) = (1 − δ2 )I2 (t),
..
.
..
.
I21 (t + 1) = (1 − δ20 )I20 (t),
D(t + 1) = D(t) +

21
X

δk Ik (t),

(4.2)
(4.3)

(4.4)
(4.5)

i=k

C(t + 1) = C(t) + I1 (t).

(4.6)

Equation (4.1) describes the number of people who are newly infected on day t + 1.
Since they must have been infected by someone else who was already infected on
the previous day t, this equation involves all of the variables Ik (t). The numbers βk
indicate the number of susceptible people each patient infects on day k of her disease.
Equations (4.2) through (4.4) describe that the number of infected people k + 1
days into their infection on day t + 1 equals the number of people k days into their
infection on day t, minus that fraction δk of patients who die on their kth day into
the infection.
The last two equations, (4.5) and (4.6), track the overall number of deaths and
infection cases. In particular, the total number of deaths up to day t + 1, D(t + 1),
equals the total number of deaths up to day t, D(t), plus the fraction δk of those
patients who died on the kth day of their infection, accumulated over all 21 days
on which we track these populations. Likewise, the total number of cases up to day
t + 1, C(t + 1) equals the total number of cases up to day t, C(t), plus the number of
new infections I1 (t) encountered the previous day. We track D(t), C(t) because these
numbers are reported by the WHO in their periodic briefings on the epidemic, and
they allow us to compare the results of our models with reality.
Before discussing numerical values for the various parameters in this model, it is
worth pointing out that δk denotes the fraction of people who die on day k of their
infection. These fractions δk are of course between zero and one. Further, ours is a deterministic model since it predicts a precise number of people in each of the categories
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Fig. 4.1. Stages of Ebola Virus (reproduced from [3]).

for each day if the various parameters are known, but the parameters themselves are
statistical averages: obviously, not every patient infects the same number of others,
and no fractions of individuals die. Rather, the constants βk and δk are averages
over entire populations and it is clear that a model such as this can only be accurate
if the number of patients and deaths is large enough to justify considering average
outcomes. This is clearly the case for the situation we consider here.
4.2. Parameters in the model. For concrete predictions from this model, we
need values for the various parameters βk and δk as well as an initial number of
infections. The values we use are informed by sources such as the CDC [14] and were
then adjusted in ways that allowed us to fit the number of infections and deaths.
The model we have drawn up in the previous section has a large number of
parameters – too many for practical purposes. We therefore need to strive to use
insights about the disease progression to reduce the many parameters to a smaller
number that are truly independent. To this end, we consider sources such as the
illustration on the “Stages of Ebola” published by the CDC and shown in Figure 4.1.
There, the CDC outlays the expected day-by-day breakdown of an Ebola infection.
It suggests a length of incubation of 23 days. However we will go with 21 days as
the CDC itself uses that number to model an Ebola outbreak Epidemic [5]. A 21 day
period is also used by the World Health Organization.
Figure 4.1 suggests an incubation period before the symptoms begin and the
carrier of the virus becomes contagious. One expects that after a number of days of
showing symptoms, the viral load in a patient decreases again (see, for example, [8])
but this does not imply that patients immediately get better again or become less
infectious, since the health effects of the virus are cumulative over a number of days.
Consequently, we can reasonably assume that patient’s mortality and infectiousness
continues to increase throughout the 21-day period.
From using the above considerations and those suggested by Figure 4.1, we decided to lump the infection and death parameters of our model into four categories
each of sizes similar to those in the figure. Specifically, we assume that the variables βk
are constant between days k = 1 and 8, between days 9 and 13, between days 14 and
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16, and between days 17 and 21. For the δk , we choose the intervals as k = 1, . . . , 10,
k = 11, . . . , 13, k = 14, . . . , 16, and k = 17, . . . , 21. We choose the first group longer
for the death coefficients δk based on the assumption that patients do not die immediately as they become infectious to others.2 In summary, these assumptions are
compatible with the general progression of the disease through four phases, as shown
in Fig. 4.1, and reduce the number of parameters we have to determine from 63 to 9
(four groups each for βk , δk , plus the initial population of diseased patients) – a much
more manageable number not as prone to overfitting as the original model.
Using this lower-dimensional model, we fix the initial time of our model by choosing t = 0 to be the date June 4, 2014. We can then determine the values of the 9
independent parameters in our model by using a least squares fit to the actual data
shown in the next section. Using the data points for the first 160 days of reported
cases and deaths in Sierra Leone, i.e., until November 11, 2014, our fit yields the
following parameters for the infection coefficients:
β1
β4
β7
β10
β13
β16
β19

=0
=0
=0
= 0.092
= 0.092
= 0.122
= 0.153

β2
β5
β8
β11
β14
β17
β20

=0
=0
=0
= 0.092
= 0.122
= 0.153
= 0.153

β3
β6
β9
β12
β15
β18
β21

=0
=0
= 0.092
= 0.092
= 0.122
= 0.153
= 0.153.

δ3
δ6
δ9
δ12
δ15
δ18
δ21

=0
=0
=0
= 0.0128
= 0.0231
= 0.032
= 0.032.

The corresponding values for the death coefficients are then
δ1
δ4
δ7
δ10
δ13
δ16
δ19

=0
=0
=0
=0
= 0.0128
= 0.0231
= 0.032

δ2
δ5
δ8
δ11
δ14
δ17
δ20

=0
=0
=0
= 0.0128
= 0.0231
= 0.032
= 0.032

Our model is completed by stating that the infection started with 5.6 people in each
of the classes I1 (0), . . . , I9 (0), also determined by the least squares procedure, with
the remaining categories Ik , k = 10, . . . , 21 empty. We also chose D(0) = C(0) = 0.
We will be using these values to model the epidemic only in Sierra Leone, though
small variations (such as the start date and initial numbers of patients) would also
allow adaptation of the model to the other countries.
Using the above information, we can compute the number of people every infected
patient infects himself, a number often referenced as the reproductive number or R0 ,
and used to describe how easily a disease spreads [17]. In particular, if R0 > 1, then
the epidemic expands, whereas if R0 < 1 then it will die out naturally. The goal of
controlling an epidemic is to bring R0 below one.
In the current context, we can compute it as follows: On the first day of their
infection, every patient infects β1 others; the probability of survival to day two of
2 In reality, the length of any of these groups is certainly debatable as patient histories are highly
variable. See, for example, [25, page 91].

93

Table 4.1
R0 for various common diseases (reproduced from [17]).

Disease
AIDS/HIV
Smallpox
Measles
Malaria

R0
2–5
3–5
16–18
> 100

their infection is (1 − δ1 ), where they infect another β2 others; probability of survival
to day three is (1 − δ1 )(1 − δ2 ) where they infect β3 others; and so on. In formulas,
the total number of infections from each patient is then, statistically speaking,
R0 = β1 + β2 (1 − δ1 ) + β3 (1 − δ1 )(1 − δ2 ) + · · · =

21
X
k=1

βk

k−1
Y

(1 − δj ).

j=1

With our parameter values, we arrive at R0 = 1.47. This value can be compared
to that of other common diseases (see Table 4.1) that, by and large, have larger
R0 and consequently have historically also infected much larger numbers of patients.
The value we compute for Ebola’s R0 is roughly consistent with that reported in the
literature. For example, Althaus [1] estimates R0 ≈ 2.52 for the very early phases
of the epidemic in Sierra Leone; on the other hand, Hunt [16] estimates R0 ≈ 1.51.
(Hunt notes that in the earliest phases of the epidemic, significantly before August
2014, his method estimates R0 ≈ 2.26, indicating that the value has dropped over time
and thereby resolving the discrepancy between the results of Althaus and Hunt.)3
In the same way as above we can compute the likelihood with which a patient
dies from Ebola, called the mortality M . Clearly, this likelihood is the sum over days
k of the probability of the event characterized of (i) remaining in the infected class
until day k and (ii) dying on day k. Using similar reasoning as above, this leads to
the following expression:
M=

21
X
k=1

δk

k−1
Y

(1 − δj ).

j=1

With the values we have chosen, this formula equates to M = 0.24. This value
seems at odds with reported data that report the total number of deaths to be approximately 40% of cases. (For example, the number of reported cases provided by the
CDC in the area of Sierra Leone, Liberia, and Guinea total 23,539, with the number
of deaths at 9,541 [10]. This gives a death rate of approximately 40%.) However, the
definition for M we use above is the likelihood for any infected patient to die (accumulated over the entire infection history of the patient), whereas the reported numbers
introduce various time delays into the calculation: for example, in the best situation,
cases and deaths are reported immediately, but because the death of a patient typically trails the infection by several days, death cases should not be compared with
patient numbers of the same day, but with those of a few days earlier. In practice,
of course, reports are often incomplete and delayed, and sometimes erroneous (as is
3 For comparison, Chowell et al. [12] estimate R ≈ 1.83 during the initial, exponential-growth
0
phase of the earlier 1995 Ebola outbreak in Congo, and R0 ≈ 1.34 for an outbreak in Uganda in
2000, in both cases before any interventions are put in place.
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Fig. 5.1. Model fitted to the first 160 days and actual infected people and deaths over time.

clearly seen in the data we present below where the number of cumulative cases since
the epidemic started occasionally drops compared to the previous week – reflecting a
retroactive correction of data). Finally, the data reported is not that of patients and
deaths during a given day, but accumulated over time; taking the ratio of these two
numbers would then, at best, provide an average value for M , not an instantaneous
one as used in our definition above. In any case, while these differing definitions of
mortality prevent us from completely reconciling the value for M we compute above
with those discussed in the literature, the ultimate success of our model does not
hinge on computing this one value, but in accurately modeling the number of cases
and deaths over time, as will be shown in the next sections.
5. Comparing predictions with reality in Sierra Leone. The quality of a
model lies in whether it fits reality. Using the model we have outlined above along
with the parameters and initial conditions discussed in the previous section, we can
predict cumulative case numbers C(t) and cumulative deaths D(t) as a function of
time, for the country of Sierra Leone. We show these in Fig. 5.1 along with the
actual numbers provided by the CDC [4]. As can be seen, our model provides a quite
reasonable fit to the data up until late October or early November 2014, i.e., for the
first 160 days from June 4, 2014 (t = 0) for which we used data to fit.
After this time, the actual data shows a slow-down of the number of cases and
deaths. This is generally attributed to changes in behavior in the affected communities
that reduced the likelihood of secondary infections. This prompted us to limit the
least squares fit for the parameters shown above to the first 160 days. We will discuss
the causes and how this change in the epidemic can be incorporated into our model
in the following sections. However, before moving on, we would like to consider
what our model predicts what would have happened without the interventions that
changed people’s behavior. Fig. 5.2 shows predictions from our model to one year
after its start time. It suggests that, if the epidemic had remained unaddressed, there
would have been more than 600,000 cases and more than 150,000 deaths by June
of 2015. We know now that this will not likely happen, but predictions of similar
magnitude could nevertheless be found in both the general press and in scientific
publications [5, 13, 16, 18, 21].
6. Changing the course of an epidemic. With sufficient resources and well
trained personnel, Ebola can be contained. For example, when Ebola cases started to
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Fig. 5.2. Predictions of the model fitted to the first 160 days model over the course of 1 year.

appear in the United States and Europe, authorities were able to quickly corral it by
determining who the few infected patients had come into contact with in order to prevent further infections by quarantining and monitoring suspected contacts. Patients
also received care at a level that spared little expense.
This level of attention to every single patient and their contacts is not feasible
in West Africa, despite the fact that since the WHO declared the Ebola outbreak an
epidemic, the CDC, the U.S. military, other foreign governments, a plethora of nongovernmental organizations, and the United Nations have set up treatment units, labs,
and have facilitated the mobilization of the general population.
In order to avoid further progression of an epidemic, governments and organizations aiding in recovery must therefore work at a level that affects the statistical
probabilities of spreading the disease or dying from it, rather than the individual
outcomes of patients. Typical means to this end include advertising safe health practices and implementing guidelines and policies on dealing with the disease. Indeed,
information is often the most valuable tool in dealing with epidemics.
Ebola can primarily be controlled by lowering the contact rate between infected
and healthy individuals, for example through quarantine. There must be close interaction with a diseased body to induce infection; the virus is spread by bodily fluids
such as mucus, semen, saliva, etc. Simple tactics such as covering one’s mouth when
coughing or sneezing, washing hands, and avoiding unnecessary exchange of bodily
fluids can ensure a slowed spread of disease. With safer funeral practices that respect
ritualistic practices, the contact rate from dead bodies can be lowered. All of these
behaviors can be indirectly affected by public awareness campaigns, within the cultural limits of a society as discussed above (an example of a public awareness poster
produced by the CDC is shown in Fig. 6.1). They can also be directly affected; for
example, by establishing over 140 teams of “burial expert”, and laying out a 17 page
guideline for culturally respective burials for Ebola victims, one can expect to see a
drop in Ebola related deaths [26]. As for live contact rate, policies as easy as informing
people not to go near the sick or those who have had contact with Ebola can help. All
of these factors will affect the βk parameters we have used in our model that describe
secondary infections. Finally, medical advances and better hospital treatment can
help to reduce the fractions δk of those who die from the virus.
At the same time, obstacles to such interventions are numerous in developing
countries. For example, in Sierra Leone, the literacy rate was 35 percent in 2013 and
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Fig. 6.1. Intervention poster used by CDC [6].

less than half the population was urbanized [11]. This means the population is both
harder to reach and communicate with than in developed countries where medical
warnings reach a large majority of the population and where, generally speaking,
governments have a track record that allows the population to trust such government
warnings.
It is generally understood that during the current epidemic, governments and international organizations required time to understand and analyze the situation before
large-scale efforts to stop the epidemic were initiated. Consequently, the number of
cases increased largely unchecked for the first several months and relief efforts ramped
up only in the fall of 2014. The effects of this could be seen with the change in behavior of the epidemic from unchecked growth to a tapering off, as shown in Fig. 5.1.
We will account for this in our model in the next section.
7. A model that accounts for interventions. As mentioned above, the model
predictions shown in Fig. 5.1 conform well to the data for the months July through
November 2014, i.e., for the data points we used in our fit. However, after that
there appears to be a slow-down of infections in the data reported by the CDC but
not reflected in our model. We attribute this to changes in behavior resulting from
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interventions such as those discussed in the previous section and that reduced the rate
of infection.
In reality, such changes in behavior do not happen overnight. However, for simplicity and in the absence of more concrete data on the efficacy of the public awareness
campaigns and changes in medical procedures, let us assume that indeed the infection
rates dropped instantaneously on the 160th day (November 11, 2014) and investigate how this affects our model predictions. To this end, we use the final values
Ik (160), C(160), D(160) of the model discussed above as the initial values for a model
with the same structure but different values of the parameters for the time after
t = 160.
We can fit this second model to the data points after that day and obtain a
different set of parameters:
β1
β4
β7
β10
β13
β16
β19

=0
=0
=0
= 0.0412
= 0.0412
= 0.0623
= 0.0902

β2
β5
β8
β11
β14
β17
β20

=0
=0
=0
= 0.0412
= 0.0623
= 0.0902
= 0.0902

β3
β6
β9
β12
β15
β18
β21

=0
=0
= 0.0412
= 0.0412
= 0.0623
= 0.0902
= 0.0902

δ1
δ4
δ7
δ10
δ13
δ16
δ19

=0
=0
=0
=0
= 0.0025
= 0.010
= 0.020

δ2
δ5
δ8
δ11
δ14
δ17
δ20

=0
=0
=0
= 0.0025
= 0.010
= 0.020
= 0.020

δ3
δ6
δ9
δ12
δ15
δ18
δ21

=0
=0
=0
= 0.0025
= 0.010
= 0.020
= 0.020

and

Just like before, the values were determined by a least squares fit to the actual data
after day 160.
Using these parameters, we can recompute the value for R0 and obtain R0 = 0.82
and M = 0.13 after day 160. As discussed above, a value of R0 below one implies
that the epidemic will eventually die down, and this is of course what we see in the
data. This can also be compared with reproductive numbers R0 after interventions
started in other Ebola outbreaks; for example, [12] estimate that after interventions
started, R0 dropped to 0.51 in the 1995 Congo outbreak, and 0.66 for the 2000 Uganda
epidemic. Our value is larger but can be explained by the fact that the Congo and
Uganda outbreaks were much smaller and consequently much more resources per
affected person could be brought to bear on containing the epidemic than in late 2014
in West Africa.
With the values stated above, we can re-run the model to obtain predictions
beyond the original 160 days and, in particular, about the future. Results are shown
in Fig. 7.1. We see that, compared to the original model in Fig. 5.1, the model now fits
the data well not only until October or November 2014, but in fact for the entire time
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Fig. 7.1. Composite model and actual infected people and deaths over time.

Fig. 7.2. Predictions by the composite model over the course of 1 year.

period for which we have data reported by the CDC. Similarly, running our model for
an entire year (see Fig. 7.2), we can see the cumulative number of infections leveling
off over the course of 2015, as should be expected for a reproductive number R0 less
than one.
We can further analyze the predictions of our model by looking not at cumulative
case numbers, but at new infections. In our model, this is represented by the variable
I1 (t). These are shown in Fig. 7.3. For the days up to our 160th day, our model
predicts a steadily increasing number of infections. Following the time when we assume behaviors changed, new infections drastically drop and are predicted to continue
dropping beyond the timeframe for which we have actual data. Very similar graphs
have indeed been reported from Liberia, for example, with a peak at approximately
the same time as in our model [21, 22].4
4 The data that is available for Sierra Leone and that we attempt to fit here does not allow for a
direct comparison with Fig. 7.3 as cases are not reported in daily or weekly increments but only as
cumulative cases that, in each week, often retroactively include much older cases that were not – but
should have been – reported in previous weeks; or, in some cases, retroactively reduce the number
of cases but without updating previous weeks’ numbers – implying a negative number of new cases.
This can, for example, be seen in the “noisyness” of the data shown in Fig. 5.1.
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Fig. 7.3. Composite model predictions for new infections I1 (t) over 1 year.

8. Conclusion. In this paper, we have introduced a model that intended to
describe the spread of the current Ebola epidemic in West Africa. The model uses
an age structured approach in which we track each patient throughout the entire
infection history from being infected to complete recovery or death.
Through comparison with actual data that has been reported on the epidemic
in Sierra Leone, we showed that our model can accurately describe reality quantitatively, and this provides the basis to make forecasts for the future development of an
epidemic. It also allows to investigate questions such as “What would happen if we
were able to reduce the number of secondary infections by 20%?” or “What would
happen if we were able to reduce the mortality by 20%?”. In both of these cases, one
could run the model we have presented with different values for the parameters βk , δk
starting at the current time and compare the outcomes with predictions in which
the parameters are kept unchanged. Such simulations of “What if?” scenarios help
in deciding where limited resources to combat an epidemic are best used, but such
scenarios are only useful if the underlying model is an accurate representation of the
epidemic itself. The results we have shown here demonstrate that our model provides
such a base.
Appendix A. A retrospective with more data.
Since writing this paper, new data has been published by the CDC and we were
intrigued to compare the accuracy of our model using data only up to January 21,
2015. Fig. A.1 therefore shows our model prediction against the data that has since
become available. We can see that the model accurately predicted the total number
of cases with an error on the order of 2%. On the other hand, the actual number of
deaths from Ebola did not increase as much as the model predicted.
The number of deaths and cases are linked by the parameters δk . Since our model
accurately predicted the number of cases but not of deaths, the implication of this
deviation is that either the death rate has dropped since early 2015, or alternatively
that infections are now more accurately reported than they were before. In either
case, we can conclude that the predictions we obtained from our model were quite
close to what in fact happened. Looking even beyond this data, by August 17, 2015,
the number of cases and deaths in Sierra Leone stood at 13,489 and 3,952, respectively
– well within the range of predictions that can be obtained with the help of our model.
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Fig. A.1. Composite model as shown in Fig. 7.1, but with additional data points (highlighted)
that were not available when the model was fitted.
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