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FAST DYNAMICS AND STATIONARY AVERAGES OF PDMPS

USING PARALLEL REPLICA DYNAMICS∗

DAVID ARISTOFF† AND PETER CHRISTMAN‡

Abstract. Piecewise deterministic Markov processes (PDMPs) have recently been used for ef-
ficient Bayesian analysis of big data, estimation of Boltzmann distributions in molecular dynamics
(MD), and hybrid modeling of chemical reaction networks. Such PDMPs can be metastable, consid-
erably slowing the convergence of sampling. We propose overcoming this obstacle with the parallel
replica dynamics (ParRep), which were originally designed to accelerate stochastic MD and more
recently have been used to speed up stationary averaging in chemical reaction networks. We show
how to use ParRep to accelerate dynamics and stationary computations for PDMPs in the presence
of metastability. We present algorithms for synchronous and asynchronous computing environments,
and rigorously justify consistency in both settings using a trajectory fragment framework. Since
continuous time Markov chains, including reaction network models, are a special case of PDMPs,
our results also apply in that setting. Our framework shows how ParRep may be used with any
metastable Markov process satisfying a few mild assumptions.

Key words. Piecewise deterministic Markov processes, hybrid models, reaction networks, sam-
pling, stationary distributions, long time dynamics.
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1. Introduction. Many problems in applied sciences require the sampling of
high dimensional, complex probability distributions. Historically, due to simplicity
and ease of implementation, the well-known Metropolis-Hastings method [23] has been
the standard technique in such scenarios. However, Metropolis-Hastings methods can
have poor performance for a number of reasons, including high dimensionality and
metastability, the latter being the tendency to become stuck in certain subsets of state
space. For this reason, a wide array of techniques for improving sampling have been
developed. See [29] for a textbook written from the perspective of computational
chemistry. We do not attempt to give a review of such methods here, but mention
that they can be based on importance sampling and stratification [41, 45, 46, 48],
interacting particles [13, 14, 16, 17], coarse graining and preconditioning [4, 30, 44],
accelerated dynamics [27, 43, 49, 50] or nonreversibility [18, 20, 28, 38, 56].

The Metropolis-Hastings method consists, by definition, of constructing a re-
versible Markov chain that converges to a distribution π of interest. Most commonly,
π is known up to normalization. An example in computational chemistry – the main
setting of this article – is the Boltzmann distribution π = Z−1e−βV . Here V may
be relatively easily evaluated, but Z is intractable. Basic Metropolis-Hastings meth-
ods only require the evaluation of V at the current state and at the next proposed
state. This makes implementation simple. However, the built-in reversibility can
make sampling slow [18]. There are many alternatives, most of which rely on some
auxiliary structure, like multiple interacting replicas, coarse graining, strata, etc., as
mentioned above. An attractive alternative is to introduce a different process which,
by itself and without extra bells and whistles, converges to π faster than a Markov
chain constructed via standard Metropolis-Hastings.

One class of nonreversible processes that can converge to π faster than Metropolis-
Hastings are the piecewise deterministic Markov Processes (PDMPs) [6, 11, 12, 47].
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PDMPs have recently been used for sampling in fields as diverse as applied proba-
bility [33], computational chemistry [1, 7, 22, 24, 32, 35, 39, 40, 54], machine learn-
ing [9, 36, 55], and big data [6]. Often referred to as “hybrid” models in the applied
literature, PDMPs move along deterministic paths in between random jump times.
For instance, in the context of reaction network models, fast reactions are estimated
by a deterministic flow while slow reactions are modeled in the usual way, with expo-
nential jump times [24, 54].

PDMPs, compared to Markov chains constructed via Metropolis-Hastings, tend
to converge faster to π due to the presence of momentum-like variables and low or
zero rejection. The faster convergence is attained at the expense of somewhat greater
difficulty in obtaining samples, due to complexity of computing the paths or jump
times. Often, the tradeoff is worth it. A well-known example is Hamiltonian Monte
Carlo [34], which uses Hamiltonian dynamics for the deterministic paths, with jumps
corresponding to re-initializing the velocity. More recently, several PDMPs have been
introduced that move along straight lines, changing directions at random times. Ex-
amples include the Zig-Zag process [6], Bouncy Particle Sampler [9], and event chain
Monte Carlo [32, 22]. See the discussion in Section 2 below. This structure is appeal-
ing because it becomes simple to compute paths of the process, once the jump times
are known.

PDMPs were designed in part to mitigate sampling difficulties due to metastabil-
ity. We describe metastability in more detail in Section 3 below. Indeed PDMPs can
be less metastable than many more traditional reversible samplers, like Metropolis-
Hastings or the overdamped Langevin dynamics [29]. However, the speedup from non-
reversibility is limited and PDMPs can still be metastable, particularly at large values
of β. This can happen with the PDMPs that move along straight lines mentioned
above, as well as with hybrid chemical reaction network models and in Hamiltonian
Monte Carlo; see the discussion in Section 2 below.

In this article we present a method, called ParRep, for overcoming metastability
in simulations of PDMPs. It can be used to accelerate dynamics or convergence
to an invariant distribution π. The idea behind our ParRep algorithms is to use
multiple copies, or replicas, of a PDMP in order to escape more quickly, in wall clock
time, from sets in which the PDMP gets stuck. See Algorithms 5.2 and 6.2 below.
ParRep was originally designed by Art Voter [50] for simulating long-time trajectories
of stochastic molecular dynamics in solid-state physics problems. Versions of ParRep
have since been presented for Markov chains [3, 5] and continuous time Markov chains
(CTMCs) [53]. In the latter setting, ParRep has recently been used successfully
with multiscale chemical reaction networks [52, 53]. Continuous time Markov chains
(CTMCs), including chemical reaction networks, can be considered a special case of
PDMPs, so all our results below will also apply to that setting.

The ParRep algorithms we present here are tailored to PDMP and to both syn-
chronous and asynchronous computing environments. We prove consistency of the
methods using a novel technique based on trajectory fragments, and demonstate ac-
curacy and efficiency in simple numerical tests. The trajectory fragment technique
shows how ParRep can be used with any Markov process under very mild assump-
tions. In particular, it leads to precise conditions under which ParRep is exact in
asynchronous computing environments; see Assumption 8.5 and Algorithm 8.1. For
many implementations, including the asynchronous parallel steps proposed here, the
condition essentially says that the computational effort to simulate the Markov process
should be independent of its state.

This article is organized as follows. In Section 2 below, we present the mathemat-
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ical basics of PDMPs and describe an algorithm for simulating a PDMP. In Section 3,
we describe metastability in more detail, using the theory of quasistationary distri-
butions (QSDs). In Section 4, we give an overview of how ParRep can be used to
estimate stationary or long-time averages of a PDMP. In Sections 5-6, we describe
algorithms for estimating stationary averages, and in Section 8, we demonstrate con-
sistency of these algorithms in a very general setting using a trajectory fragment
framework. A simple numerical example illustrates accuracy and efficiency in Sec-
tion 7. In the Appendix, we examine a class of PDMPs that travel along straight
lines between jumps, showing this class includes the Zig-Zag process [6] and event
chain Monte Carlo [22, 32]. Using the PDMP framework, we give simple proofs of the
consistency of event chain Monte Carlo.

2. PDMPs. PDMPs were introduced in [12] and have found recent application
in [6, 9, 22, 32, 47]. We refer the reader to [11] for a technical treatment and [47] for
more informal descriptions. Here we give a brief treatment of the essential features of
PDMP for our analysis below. A PDMP is a càdlàg process consisting of a determinis-
tic dynamics interrupted by jumps at random times. For simplicity and definiteness,
assume state space is Rd, and the deterministic dynamics ψ : [0,∞) × Rd → Rd

satisfies

(2.1) ∂tψ(t, z) = Γ(ψ(t, z)), ψ(0, z) = z.

Here ψ(t, z) is the position of the deterministic dynamics at time t, given that it
started at z at time 0. Let λ : Rd → [0,∞) be the jump rate function: at point z,
the process jumps with rate λ(z). At each jump time, the process jumps according
to a Markov kernel Q(z, dz′) on Rd. Writing ∂v = v · ∇ for the derivative in direction
v ∈ Rd, the resulting process is generated by

(2.2) Lf(z) = ∂Γ(z)f(z) + λ(z)

∫

(f(z′)− f(z))Q(z, dz′).

Given a determinisic flow ψ, a PDMP can be completely described in terms of the
positions at its jump times along with its holding, or inter-jump, times. To this end,
write θ0 + . . .+ θn−1 for the nth jump time, so that θn−1 is the holding time before
the nth jump, and write ξn for the position immediately after the nth jump, with ξ0
the initial position. Then the PDMP is described by ψ together with (ξn, θn)n≥0; we
call the latter the skeleton chain of Z(t)t≥0. Note that the skeleton chain is a time
homogeneous Markov chain, which will come in handy later.

A important special case of PDMPs are CTMCs. If Γ ≡ 0, λ > 0 and there is a
countable set I such that for each z the kernel Q(z, dz′) is a weighted sum of Dirac δ
distributions centered at points in I, then (2.2) is the generator of a CTMC with state
space I. All of our algorithms below can be used with CTMCs, including reaction
network models and kinetic Monte Carlo models. Algorithm 5.1 below, specialized to
the case where the PDMP is a CTMC, has been successfully used on bistable chemical
reaction network models [52, 53].

We describe a general method, Algorithm 2.1 below, to simulate a PDMP, based
on simulating the skeleton chain. In the algorithm, to avoid introducing new symbols,
we abuse notation by writing θn, ξn, and Z(t) for particular realizations of these
random objects.

Note that Step 1 in Algorithm 2.1 is not trivial, as sampling the times θn requires
numerically inverting an integral equation. See however [6, 47] for discussions on how
to partially overcome this difficulty. One possibility is to replace the λ in Step 1 with
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Algorithm 2.1 Simulating a PDMP

Starting from an initial point ξ0 and time t = 0, set n = 0, and iterate:
1. Sample θn according to the distribution

(2.3) P(θn > r) = exp

(

−

∫ r

0

λ(ψ(s, ξn)) ds

)

.

2. Set Z(t+ s) = ψ(s, ξn) for s ∈ [0, θn), and sample ξn+1 from Q(Z(t+ θ−n ), dz).
3. Update t← t+ θn and then n← n+ 1. Then return to Step 1.
Steps 1-3 above define PDMP Z(t)t≥0 with skeleton chain (ξn, θn)n≥0.

a simple upper bound, efficiently compute times using this upper bound, and then
apply Poisson thinning to decide when a jump actually occurred; see for instance [6].
In cases where the PDMP moves along straight lines, sometimes exact sampling of
jump times only requires identifying the local maxima and minima of V along the
current direction of motion [6, 32]. If V can be written as a sum of terms that are
cheaper to evaluate – as is the case with pair potentials in multi-particle systems, or
log-likelihood factors in Bayesian statistics – then jump rates can be “localized” for
more efficient computations [6, 9, 32]. See also [47] for other methods to simulate a
PDMP, including some based on time discretization.

In the special case where the PDMP is a CTMC reaction network model, Al-
gorithm 2.1 leads to SSA/Gillespie simulations. For reaction network models, the
most common time discretization technique is tau-leaping, and the Poisson thinning
technique mentioned above is called a null event algorithm; see [2].

Many authors write θ0 = 0 and (ξn, θn+1)n≥0 for the skeleton chain, but we
find our notation to be more convenient for our purposes below. If we are given an
initial point (ξ0, θ0) that includes the first holding time, we can skip the first step in
Algorithm 2.1. Note that an arbitrary point (ξ0, θ0) does not follow the law of the
skeleton chain; thus we will always assume our initial points (ξ0, θ0) are chosen so
that θ0 satisfies (2.3) for n = 0.

The following example will be instructive. Consider a PDMP where the deter-
ministic paths are straight lines with velocity vectors di. If there are finitely many
such vectors its generator has the form

(2.4) Lf(x, i) = ∂di
f(x, i) +

∑

j 6=i

λj(x, i)(f(x, j) − f(x, i)),

where λj(x, i) > 0 for j 6= i. The process generated by L moves with velocity vector
di between jump times, where a jump from velocity di to dj occurs at x with rate
λj(x, i). In many applications, we want to sample from the Boltzmann density

(2.5) Z−1e−V (x), Z =

∫

e−βV (x) dx,

where V : Rd−1 → R is smooth potential energy and β > 0 is a constant inverse
temperature. Under mild conditions on V , if the PDMP generated by (2.4) is to have
an invariant measure independent of i and proportional to (2.5), then the jump rates
must satisfy the balance equation

(2.6)
∑

j 6=i

(λi(x, j) − λj(x, i)) = −β∂di
V (x).
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Event Chain Monte Carlo [22, 32] and the Zig-Zag process [6] fit into this frame-
work, while the Bouncy Particle Sampler [9] fits into a closely related formalism; see
the Appendix below for more details. Informally, equation (2.6) says that at x, the
rate into direction di minus the rate out of direction di equals minus β times the
gradient of V in direction di. This has an important practical consequence. For large
enough β > 0, if the process is moving in a direction in which V is increasing, then the
rate to change direction is large. Analogous arguments apply to the Bouncy Particle
Sampler, which, when moving in direction di, changes direction at x by “bouncing”
against the hyperplane orthogonal to ∇V (x) with rate max{0, β∂di

V (x)}.
This tendency to change direction when moving up the potential energy V can

cause PDMPs to be metastable: they can spend long times in a basin of attraction
of V before escaping. This problem is not unique to PDMPs with generators of the
form (2.4). Hybrid models of multiscale chemical reaction networks can be metastable
when there are slow reactions. Even in Hamiltonian Monte Carlo, when at large β
parameters are chosen to avoid stiffness of the Hamiltonian dynamics, velocities can
be too small to allow for fast escapes from basins of V .

The PDMPs discussed above were actually designed in part to overcome slow
sampling due to metastability, and indeed such PDMPs can sometimes be used for ef-
fective sampling at larger values of β, at least compared to more traditional reversible
samplers like Metropolis-Hastings [29]. However, as discussed above this benefit is
limited, and at large enough β these PDMPs too become metastable, making it im-
practical to use them directly for sampling π. Our ParRep algorithms below can help
to overcome this obstacle. Before presenting the algorithms, we discuss metastability
in more detail.

3. Metastability. ParRep can boost the efficiency of simulating metastable pro-
cesses [3, 5, 26, 50, 51, 53]. Currently, implementations have been proposed only for
Langevin or overdamped Langevin MD [26] and discrete or continuous time Markov
chains [3, 5, 53]. However, the generality of ParRep allows for extensions to any
metastable time homogeneous strong Markov process with càdlàg paths, in cases
where the QSD exists, metastable sets can be identified, and a very general condition
about escapes from metastable sets (Propositions 8.2-8.3) holds. We make this precise
in Section 8 below.

Informally, a stochastic process is metastable if it tends to spend a long time in
certain subsets of state space before escaping. The notion of long time is of course
relative. If a process tends to reach a local equilibrium in a set U much faster than
it escapes from U , then we say U is a metastable set for the process. If a process has
one or more metastable sets, we say it is metastable.

We now make this precise. In this section, let X(t)t≥0 be a generic time homoge-
neous Markov process, either discrete or continuous in time, with generator L. In the
discrete time case, L = K − Id with K the transition kernel. Local equilibrium can
be understood in terms of quasistationary distributions (QSDs), defined as follows.
Throughout, all sets and functions are assumed to be measurable. Let U be a subset
of state space, and T the first time X(t)t≥0 escapes from U ,

T = inf{t ≥ 0 : X(t) /∈ U}.

A QSD ρ of X(t)t≥0 in U satisfies, for any A ⊆ U ,

(3.1) ρ(A) = P(X(t) ∈ A|L(X(0)) = ρ, T > t),

where L stands for probability law. Equation (3.1) states that if X(0) is distributed as
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ρ and X(t)t≥0 does not escape U by time t, then X(t) is distributed as ρ. Throughout,
we will assume the QSD of X(t)t≥0 in U exists, is unique, and is the long time
distribution of X(t) conditioned to never escape U . That is, we assume that for any
initial distribution of X(0),

(3.2) ρ(A) = lim
t→∞

P(X(t) ∈ A|X(s) ∈ U for s ∈ [0, t]).

In this case, samples of the QSD ρ can be obtained as follows: start X(t)t≥0 in U ,
and if it escapes from U before time T ρ

corr(U), restart it in U ; repeat this until a
trajectory of X(t)t≥0 remains in U for a consecutive time interval of length T ρ

corr(U).
For sufficiently large T ρ

corr(U), the endpoint of this trajectory is an (approximate)
sample of ρ.

We can now define metastability in terms of ρ. A set U is metastable if the rate
to reach ρ is small compared to the rate to leave U starting at ρ. In principle, these
rates can be written in terms of the eigenvalues of the adjoint, L∗, of the generator L,
with absorbing boundary conditions on the complement of U . This spectral analysis
was done for overdamped Langevin dynamics [26] and finite state space discrete and
continuous time Markov chains [53].

For PDMPs, there are technical difficulties in this line of argument, due to the
combination of infinite state space and irreversibility. Thus, we will not attempt
the spectral analysis; instead, we will always assume that the QSDs we consider
satisfy (3.2). We believe this assumption is correct under mild assumptions. See
Chapter 11 of [10] for results in this direction in a similar setting. Actually, one of
our ParRep simulation techniques, Algorithm 5.2 below, relies only on convergence of
the skeleton chain to its QSD; the skeleton chain is a Markov chain, and the theory
of QSDs for Markov chains is well understood (details can be found in [15]).

For a PDMP with generator of the form (2.4) and rates given by (2.6), we can
expect that basins of attraction of V are metastable, particularly for large values
of β. (Formally, it is U = W̃ × I that is metastable, where W̃ is the basin of
attraction and I the set of indices for the directions di. More discussion can be
found above Proposition 8.3 below.) The same can be expected of PDMPs with
generators of a similar form, including the Bouncy Particle Sampler. In this setting,
basins of V can be identified on the fly by gradient descent, as in the original ParRep
algorithms [50, 51], and the rate to converge to the QSD can be determined empirically
as in [8].

4. Stationary averages of PDMPs using ParRep. Our setup will be as
follows. Let Z(t)t≥0 be a PDMP that is ergodic with respect to a distribution π on
Rd, and let (ξn, θn)n≥0 be its skeleton chain. We are interested in using (ξn, θn)n≥0

or Z(t)t≥0 to sample stationary averages of the form

(4.1) 〈f〉 =

∫

f(x)π(dx),

where f : Rd → R is a given bounded function. We have in mind the case where
π(dx) = Z−1e−βV (x) dx is the Boltzmann distribution, and Z(t)t≥0 is a PDMP with
generator similar to (2.4). In this case, we expect the PDMP and skeleton chain to
be metastable in basins of attraction of V , so that simple time averages of Z(t)t≥0

or (ξn, θn)n≥0 may not be efficient for computing the stationary average (4.1). Our
main focus in this article is the estimation of (4.1).

Though we mainly consider stationary averages, ParRep may be used to compute
a coarse dynamics, as we discuss below. Actually, there is a duality between station-
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ary averages and dynamical quantities: dynamical quantities like mean hitting times
or hitting probabilities can be recast as stationary averages via the introduction of a
source and sink [4]. Thus, our ParRep algorithms can be useful for dynamical compu-
tations, either directly – using ParRep to compute a coarse dynamics – or indirectly
– by introducing a source and sink and using stationary computations.

ParRep algorithms are based on two steps: the first, called the decorrelation
step, during which the underlying process reaches the QSD in some set using serial
simulation; and another, called the parallel step, which efficiently simulates an escape
from this set using parallel processing. The main idea in the ParRep algorithms below
is to construct modified contributions to the time average, such that when the process
is not stuck it contributes in the obvious way, but when it gets stuck it resorts to a
clever procedure. The latter defines the parallel step, which uses multiple processors
working in parallel to escape from a metastable set in smaller wall clock time than
with serial simulation.

The wall clock time speedup from ParRep comes from the parallel step. Of
course, the parallel step must produce a contribution to the time average that is
consistent in some sense. We discuss consistency below and verify it in Theorems 8.8-
8.9. To better understand the intuition behind the parallel steps we present here
(Algorithms 5.1, 5.3, 6.1 and 6.3), we refer the reader to the discussion in Section 8,
and in particular the arguments surrounding the general parallel step described in
Algorithm 8.1 below.

We will present two ParRep algorithms for efficiently sampling the stationary av-
erage (4.1). The first, Algorithm 5.2, is based on simulation of the skeleton chain,
while the second, Algorithm 6.2, is based on simulation of the continuous time PDMP.
When the PDMP is simulated by constructing its skeleton chain as in Algorithm 2.1,
Algorithm 6.2 can be less convenient than Algorithm 5.2, as it may suffer from asyn-
chronicity issues. Such problems may be mitigated by using a time discretization to
simulate the PDMP in place of Algorithm 2.1. Algorithm 6.2 may also be used to
efficiently simulate a coarse dynamics of the PDMP, as we explain below.

One important contribution of this article is a precise condition outlining when
a ParRep algorithm based on asynchronous computing is exact. We also present two
specific asynchronous ParRep techniques, Algorithms 5.3 and 6.3. In our algorithms
below, there are two potential sources of asynchronicity. The first is an incompati-
bility between the fundamental time step of the PDMP simulation technique and of
the parallel step. An example of incompatibility would be using a time discretization
to simulate the PDMP, but a parallel step based on simulation of the skeleton chain
(like Algorithm 5.1 and 5.3), or conversely, using a skeleton chain-based technique like
Algorithm 2.1 to simulate the PDMP, but a parallel step based on simulation of the
continuous time PDMP (like Algorithm 6.1 and 6.3). Asynchronicity can also arise
from internal architechure of the processors or from some variable external workload
handled by the processors. If asynchronicity arises only due to processor variables,
then our asynchronous ParRep algorithms, namely Algorithms 5.3 and 6.3, will be
exact. For precise statements see Theorem 8.8 and Theorem 8.9; see also the discus-
sions surrounding the parallel steps Algorithms 5.3 and 6.3. However, if asynchronicity
arises from incompatibility between the PDMP simulation algorithm and parallel step
as described above, then more care must be taken to decide if the asynchronous ver-
sions of ParRep give accurate results. We stress that the synchronous parallel steps,
Algorithms 5.1 and 6.1, always give exact results; however, they will suffer some loss
in efficiency in the presence of either type of asynchronicity discussed above.

Instead of presenting algorithms as pseudocode, we try to present them in a way
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that makes it easy to see what each step does. For example, one step of the algorithm
may say to obtain independent samples of a QSD, without making explicit how this is
done. We give more details, including e.g. techniques for sampling from the QSD, in
the text surrounding the algorithms. In all our algorithms, we could use Algorithm 2.1
to simulate the skeleton chain or the PDMP. However, the choice of a basic PDMP
simulation method is up to the practitioner, and in any of our algorithms below,
Algorithm 2.1 could be replaced by other methods for simulating a PDMP, including
time discretization-based techniques [47].

5. Skeleton chain-based algorithm. The algorithm we describe in this section
will be based on simulation of the skeleton chain. Let 1 be the constant function,
equal to 1 everywhere. Let W be the collection of metastable sets for the skeleton
chain (ξn, θn)n≥0. For instance, if Z(t)t≥0 has generator similar to the form (2.4), it

is natural to let W = {W̃ ×I ×R+ : W̃ is a basin of attraction of V }, where I is the
set of indices of the directions di. In this case, the elements of W may be identified
on the fly by gradient descent as in [50, 51].

Assumption 5.1. (ξn, θn)n≥0 has a QSD ν = νW in each W ∈ W satisfying

ν(A) = lim
n→∞

P((ξn, θn) ∈ A|(ξm, θm) ∈W, 0 ≤ m ≤ n)

for each A ⊆W .

Algorithm 5.1 Synchronous skeleton chain parallel step in W

1. Generate iid samples (ξr0 , θ
r
0)

r=1,...,R from the QSD ν in W , and using these as

starting points, independently evolve R copies (ξrn, θ
r
n)

r=1,...,R
n≥0 of the skeleton chain.

2. Let N = inf{n : (ξrn, θ
r
n) /∈ W, some r}, J = min{r : (ξrN , θ

r
N ) /∈W}, and define

(5.1) fpar =
R∑

r=1

N−2∑

n=0

∫ θr
n

0

f(ψ(t, ξrn)) dt+
J∑

r=1

∫ θr
N−1

0

f(ψ(t, ξrN−1)) dt

and Tpar = 1par from the same formula, where 1(z) ≡ 1. Set (ξpar , θpar) = (ξJN , θ
J
N ).

Once fpar, Tpar and (ξpar , θpar) can be computed, the parallel step is complete.

Assumption 5.1 guarantees the QSD ν in W is unique and can be sampled, in
principle, from trajectories of the skeleton chain that remain in W for a sufficiently
long time without escaping. For simpler notation, we do not explicitly indicate the
dependence of ν on W . Conditions ensuring existence, uniqueness and convergence
for QSDs of Markov chains can be found in [15].

Algorithms 5.1 and 5.3 are parallel steps, designed to efficiently simulate an escape
of the skeleton chain from W in a consistent way while also producing an appropriate
contribution fpar to the stationary average (4.1). Algorithm 5.1 is most appropri-
ate for near-synchronous computing environments, while Algorithm 5.3 is tailored to
asynchronous computing environments.

The first step in Algorithm 5.1 and Algorithm 5.3 involves generating R inde-
pendent samples from the QSD ν in W . This step is usually called dephasing in the
literature [5, 3, 50, 53]. These QSD samples may be obtained from copies of the
skeleton chain that remain in W for a sufficiently long time without escaping. An
appropriate value for this time may be chosen using various convergence diagnostics
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Fig. 1. Illustration of the parallel steps used in Algorithm 5.2. The number of copies, or parallel
replicas, is R = 3. The cross indicates a copy that is not in W at the indicated time. Time steps of
copies of the skeleton chain that contribute to fpar and Tpar are pictured with solid dots, while time
steps that do not contribute are pictured with hollow circles. Left: The synchronous parallel step,
Algorithm 5.1. Copy r = 2 is first to escape from W in terms of skeleton chain time. It escapes at
skeleton chain time n = 3. In this example N = 4 and J = 2. Right: The asynchronous parallel
step, Algorithm 5.3. Copy r = 3 is the first to escape from W in terms of wall clock time. It escapes
at wall clock time r7(m7). In this example K = 7.

or a priori information. For a discussion of these issues in closely related settings
see [8, 42, 50]. The time for each copy to remain in W should be close to or equal to
T ν
corr(W ) from Algorithm 5.2, as we discuss below.

If W is metastable, the time scale to reach the QSD in W is much smaller than
the time scale to escape from W . Thus, in a metastable set the computational effort
to sample the QSD is much smaller than the effort to simulate an escape from W
using serial simulation. This time scale separation, together with parallel processing,
is what leads to the speedup from the parallel step. The speedup can be a factor of
up to R, the number of copies or replicas [3, 5, 26, 50, 53], when Algorithm 2.1 is
used to simulate the skeleton chain. See Figure 6. The parallel step is consistent no
matter the choice of W , but if W is not metastable there may be no gain in efficiency,
as too much computation time will be spent sampling the QSD.

Recall the initial point (ξ0, θ0) is chosen so that θ0 satisfies (2.3) when n = 0. In
Step 1 of Algorithm 5.1 and Algorithm 5.3, the independent QSD samples may be
obtained in a variety of ways. One option is to do rejection sampling using independent
copies of the skeleton chain: whenever a copy escapes from W , start it afresh in W
until all copies have remained in W for a long enough consecutive time. The terminal
positions of these copies are then approximately independent samples of the QSD in
W . Another possibility is based on the Fleming-Viot branching process [8, 19]. In
this setting, when one copy leaves W it immediately restarts at the current position
of one of the copies still in W . This introduces some mild dependencies that vanish
in the limit R→∞. See [19] for details.

Starting at the QSD samples in Step 1 of Algorithms 5.1 and 5.3, copies of the
skeleton chain evolve forward in time independently. To maximize computational
speedup, these R copies are computed in parallel on R processors. In Algorithm 5.1
we add contributions to the stationary average according to a natural ordering of
the R copies: the kth contribution to the stationary average is the value of f at the
⌊(k − 1)/R⌋th time step of the (k − R⌊(k − 1)/R⌋)th copy, where ⌊·⌋ is the floor
function. In Algorithm 5.3, we add contributions to the stationary average according
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Algorithm 5.2 Skeleton chain computation of stationary averages

Choose an initial point (ξ0, θ0), set fsim = 0, Tsim = 0, and iterate:

1. Starting at (ξ0, θ0), evolve (ξn, θn)n≥0 forward in time, stopping at time

L = inf{n ≥ T ν
corr(W )− 1 : ∃W ∈ W s.t. (ξn−k, θn−k) ∈ W, k = 0, . . . , T ν

corr(W )− 1},

the first time it remains in some W ∈ W for T ν
corr(W ) consecutive time steps. Set

(5.2) fdecorr =

L−1∑

n=0

∫ θn

0

f(ψ(t, ξn)) dt

and Tdecorr = 1decorr using the same formula. Store this W for Step 2 and update

fsim ← fsim + fdecorr, Tsim ← Tsim + Tdecorr.

2. Run the parallel step (Algorithm 5.1 or 5.3) in the set W from Step 1. Update
fsim ← fsim + fpar, Tsim ← Tsim + Tpar, (ξ0, θ0) = (ξpar, θpar), and return to Step 1.

The algorithm stops when Tsim exceeds a user-chosen threshold Tstop. At this time,

〈f〉 ≈
fsim
Tsim

is our estimate of the stationary average (4.1).

to the wall clock time that the copies are computed: the kth contribution is the value
of f at the kth skeleton chain point to be computed in wall clock time. The parallel
step is complete when the first skeleton chain point escapes W , where “first” refers
to the ordering of the skeleton chain points just discussed, namely, for Algorithm 5.1
the natural ordering and for Algorithm 5.3 the wall clock ordering. See Figure 1 for
a diagram of both parallel steps.

In Algorithm 5.3, we assume that the skeleton chain points, including the initial
points, are never computed at exactly the same wall clock time. This leads to a
unique ordering of these points, which is important for the arguments below. We
show that the procedure in Algorithm 5.3 is consistent so long as the wall clock times
it takes for the processors to compute steps of the skeleton chains are independent of
those chains, and are never exactly the same. This is a reasonable assumption when
the computational effort to obtain the next step of the skeleton chain is essentially
independent of the current position of the chain (while the wall clock time it takes to
compute a step can depend on features of the processor computing it). Whether this
holds true will depend on the algorithm used to simulate the PDMP. If it is a time
discretization-based algorithm, then the computational effort to obtain one step of
the skeleton chain can be larger in regions in state space with lower jump rates; the
same may be true if Algorithm 2.1 is used with a Poisson thinning-based or null event
technique. So in both cases the assumption that the computational effort decouples
from the state of the process may not be reasonable. If the PDMP is also a CTMC,
however, then with the SSA/Gillespie algorithm, the effort to simulate one step of the
skeleton chain is essentially independent of the position of the chain. In this case we
expect asynchronous computing to be essentially exact.
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Algorithm 5.3 Asynchronous skeleton chain parallel step in W

1. Generate iid samples (ξr0 , θ
r
0)

r=1,...,R from the QSD ν in W , and using these as

starting points, independently evolve R copies (ξrn, θ
r
n)

r=1,...,R
n≥0 of the skeleton chain.

2. Reorder these skeleton chain points in the order they are computed in wall clock
time, i.e. as (ξrkmk

, θrkmk
)k≥1 where r(n) is the wall clock time it takes to compute

(ξrm, θ
r
m)0≤m≤n, with rk(mk)k≥1 strictly increasing. Set K = inf{k : (ξrkmk

, θrkmk
) /∈ W}

and define

fpar =
K−1∑

k=1

∫ θ
rk
mk

0

f(ψ(t, ξrkmk
)) dt

and Tpar = 1par using the same formula. Let (ξpar , θpar) = (ξrKmK
, θrKmK

).

Once fpar, Tpar and (ξpar , θpar) can be computed, the parallel step is complete.

The main algorithm for computing the stationary average (4.1) is Algorithm 5.2.
It is based on patching together serial simulation with either of the parallel steps,
Algorithm 5.1 or 5.3. The idea behind Algorithm 5.2 is very simple, and based on
two stages.

The first stage is to allow the skeleton chain to reach the QSD in someW ∈ W . In
the literature this is called the decorrelation step. The time for the skeleton chain to
reach its QSD in W is denoted T ν

corr(W ), and this time should be similar or equal to
the time for sampling the QSD in the dephasing step, i.e. the QSD sampling part of
Algorithms 5.1 and 5.3, in the sameW . In practice, T ν

corr(W ) may be chosen on the fly,
or it may be set at the beginning of simulations. Choosing an appropriate value may
be done using various convergence diagnostics or a priori information. See [8, 42, 50]
for details and discussion. In the notation of Algorithm 5.2, the decorrelation phase
corresponds to L steps of the skeleton chain, or PDMP time Tdecorr = θ0+ . . .+θL−1.

The second stage uses Algorithms 5.1 and 5.3 to efficiently escape from W in
a consistent way, while recording a correct contribution to the stationary average.
This is of course the parallel step. These two stages are then repeated, up to a
user-determined stopping time Tstop, leading to Algorithm 5.2.

Consistency of Algorithm 5.2 comes from the following argument. First, the
contribution fdecorr to fsim from the decorrelation step is correct because it is obtained
by straightforward serial simulation. Second, the contribution fpar to fsim from a
parallel step is correct on average, and the escape point from W in the parallel step
has the correct law. More precisely, when (ξ0, θ0) is distributed as ν andM = inf{n ≥
0 : (ξn, θn) /∈W}, then in Algorithm 5.1,

E(fpar) = E

(
M−1∑

n=0

∫ θn

0

f(ψ(t, ξn)) dt

)

(ξpar, θpar)
L
= (ξM , θM ),

(5.3)

where
L
= stands for equality in law. The same result holds for Algorithm 5.3 under

the assumptions about wall clock times mentioned above; see Theorem 8.8 below for
proofs. The rest of the argument is based on the law of large numbers. If some
mild recurrence assumptions hold – for instance if, for any starting point and for
each W ∈ W , the simulation in Algorithm 5.2 reaches the parallel step in W in finite
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expected time – then it is enough to get the correct contribution from the decorrelation
step along with the correct average contribution from each parallel step. There is of
course some error associated with inexact sampling of the QSD, but we have found
that this error can be controlled over short and long times [3, 52, 53].

We do not attempt to rigorously prove ergodicity using this argument; our proof
of consistency instead focuses on demonstrating (5.3). See Theorem 8.8 below. We
find the argument above convincing, however, since it has been studied analytically
in [5] and successfully tested numerically in different settings [3, 52, 53]. See also
our simulations in Section 7 below. One interesting aspect of the parallel step is
that the averaging over independent copies or replicas can be considered a bonus,
as it can be expected to lower the variance of the estimate fsim/Tsim ≈ 〈f〉 of the
stationary average, compared to an estimate from a serial trajectory of the same time
length Tsim.

6. Continuous time PDMP-based algorithm. The algorithm we describe
in this section will be based on simulation of the continuous time PDMP. Recall 1 is
the constant function equal to 1 everywhere. We will require a time interval ∆t > 0.
This ∆t can be, but does not necessarily have to be, a time step for discretizing the
PDMP; we have in mind that the PDMP can still be simulated via Algorithm 2.1,
which is based on simulation of the skeleton chain. We think of ∆t as polling time
that could be used in Algorithm 6.1 below to resynchronize parallel processors.

Algorithm 6.1 Synchronous continuous time parallel step in W

1. Generate iid samples Zr(0)r=1,...,R from the QSD µ in W , and using these as

starting points, independently evolve R copies Zr(t)r=1,...,R
t≥0 of the PDMP.

2. Let τr = inf{t > 0 : Zr(t) /∈W}, set

N = inf{n ∈ N : τr ≤ n∆t, some r}, J = min{r : τr ≤ N∆t},

and define

fpar =
R∑

r=1

N−1∑

n=1

∫ n∆t

(n−1)∆t

f(Zr(t)) dt

+

J−1∑

r=1

∫ N∆t

(N−1)∆t

f(Zr(t)) dt+

∫ τJ

(N−1)∆t

f(ZJ(t)) dt,

(6.1)

and Tpar = 1par from the same formula, where 1(z) ≡ 1. Set Zpar = ZJ(τJ ).

Once fpar, Tpar and Zpar can be computed, the parallel step is complete.

Let V be the collection of metastable sets for Z(t)n≥0. For instance, if Z(t)t≥0

has a generator similar to (2.4), the elements of V can be the basins of attraction of V .
Importantly, it is possible to identify these basins on the fly, e.g. by gradient descent
as in [50, 51]. In this case the metastable sets W of (ξn, θn)n≥0 and the metastable
sets V of Z(t)t≥0 are related byW = {W ×R+ :W ∈ V}. We will adopt the following
assumption.

Assumption 6.1. Z(t)t≥0 has a QSD µ = µW in each W ∈ V satisfying

µ(A) = lim
t→∞

P(Z(t) ∈ A|Z(s) ∈ W, 0 ≤ s ≤ t)
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Fig. 2. Illustration of the parallel steps used in Algorithm 6.2. The number of copies, or
parallel replicas, is R = 3. Crosses correspond to the first time n∆t occurring after a first escape
of the indicated copy. Solid dots and hollow circles correspond to trajectories at PDMP times n∆t.
Time intervals of copies of the PDMP that contribute to fpar and Tpar are pictured with solid line
segments, while time intervals do not contribute are pictured with dotted line segments. Left: The
synchronous parallel step, Algorithm 5.1. Copy r = 2 escapes at PDMP time τ2. In this example
N = 4 and J = 2. Right: The asynchronous parallel step, Algorithm 5.3. Copy r = 2 is the
first, in terms of wall clock time, to finish simulating a ∆t time interval after escaping W . The
notches on the wall clock time axis are the values of rk(mk), k = 1, 2, . . . , 11. Here (m1, r1) = (0, 2),
(m2, r2) = (0, 3), (m3, r3) = (0, 1), (m4, r4) = (1, 3), (m5, r5) = (1, 2), (m6, r6) = (1, 1), (m7, r7) =
(2, 2), (m8, r8) = (2, 3), (m9, r9) = (3, 2), (m10, r10) = (2, 1), (m11, r11) = (3, 3), and K = 7.

for each A ⊆W .

The QSD µ in W is then unique and can be sampled, in principle, by trajectories
of the PDMP that remain in W for a sufficiently long time without escaping. We
do not explicitly indicate the dependence of µ on W . Notice the QSD of the PDMP
is different from that of its skeleton chain. We do not attempt to prove existence,
uniqueness or convergence to the QSD for PDMPs, due to the difficulties – non-
reversibility, infinite dimension – mentioned above. However, as mentioned above, we
believe the QSD should exist and satisfy Assumption 6.1 under mild assumptions.

Algorithms 6.1 and 6.3 are parallel steps, designed to efficiently simulate an es-
cape of the PDMP from W in a consistent way while also producing an appropriate
contribution fpar to the stationary average (4.1). As above, we describe algorithms
for both synchronous and asynchronous settings, Algorithm 6.1 being designed for
the former and Algorithm 6.3 for the latter. Algorithm 6.1 and Algorithm 6.3 are
closely related to the parallel steps described in Algorithm 5.1 and Algorithm 5.3,
respectively, except that they are tailored to the PDMP instead of the skeleton chain.

The first step in Algorithm 6.1 and Algorithm 6.3 involves generating R inde-
pendent samples from the QSD µ in W . Note that this is the QSD of the PDMP in
W , not the QSD of its skeleton chain. The QSD samples can be obtained exactly as
described in the previous section, but with the PDMP taking the place of the skeleton
chain. In the QSD sampling part of the parallel steps, the time for each copy of the
PDMP to remain in W should be close to or equal to T µ

corr(W ) from Algorithm 6.2.
Just as above, if W is metastable for the PDMP, the time scale to reach the

QSD in W is much smaller than the time scale to escape from W , which leads to the
speedup from the parallel step. It may be a factor of up to R, the number of copies or
replicas [5, 3, 26, 50, 53], provided the underlying PDMP simulation algorithm is based
on time discretization. If the PDMP simulation algorithm is based on computing the
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skeleton chain, as with Algorithm 2.1, then the speedup in Algorithm 6.1 may be
reduced due to asynchronicity. Since Algorithm 6.2 uses procedures based on fixed
time intervals, some backtracking is required if Algorithm 2.1 is used to simulated the
PDMP. These problems can be mitigated by using Algorithm 6.3 or by using a time
discretization method for simulating the PDMP. The parallel step is consistent no
matter the choice of W , but there may be no gain in efficiency if W is not metastable
for the PDMP.

Algorithm 6.2 Continuous time computation of stationary averages

Choose an initial point Z(0), set fsim = 0, Tsim = 0, and iterate:

1. Starting at Z(0), evolve Z(t)t≥0 forward in time, stopping at time

S = inf{t ≥ T µ
corr(W ) : ∃W ∈ V s.t. Z(s) ∈W, s ∈ [t− T µ

corr(W ), t]},

the first time it remains in some W ∈ V for consecutive time T µ
corr(W ). Set

fdecorr =

∫ S

0

f(Z(t)) dt

and Tdecorr = 1decorr using the same formula. Store this W for Step 2 and update

fsim ← fsim + fdecorr, Tsim ← Tsim + Tdecorr.

2. Run the parallel step (Algorithm 6.1 or 6.3) in the set W from Step 1. Update
fsim ← fsim + fpar, Tsim ← Tsim + Tpar, set Z(0) = Zpar, and then go to Step 1.

The algorithm stops when Tsim exceeds a user-chosen threshold Tstop. At this time,

〈f〉 ≈
fsim
Tsim

is our estimate of the stationary average (4.1).

Starting at the QSD samples in Step 1 of Algorithms 6.1 and 6.3, copies of the
PDMP evolve forward in time independently, computed in parallel on separate pro-
cessors. In Algorithm 6.1 we add contributions to the stationary average according to
a natural ordering of the R copies: the kth contribution to the stationary average is
the integral of f over the ⌊(k− 1)/R⌋th ∆t time interval of the (k−R⌊(k− 1)/R⌋)th
copy. In Algorithm 6.3, the kth contribution is the integral of f over the kth ∆t time
interval to be computed in wall clock time. The parallel step is complete when the
first ∆t time interval contains a point outside of W , where “first” is defined according
to the ordering of the time intervals just mentioned. See Figure 2 for a diagram of
both parallel steps.

In Algorithm 6.3, we assume that the initial points, as well the ∆t time intervals,
are never computed at exactly the same wall clock time. As above, we can show that
the procedure in Algorithm 6.3 is consistent so long as the wall clock times it takes
for the processors to compute ∆t time intervals of the underlying PDMPs are inde-
pendent of those PDMPs and are never exactly the same. This is reasonable if a time
discretization-based technique, with a fixed time step, is used to simulate the PDMP.
It may not be reasonable if a skeleton chain-based technique, like Algorithm 2.1, is
used to simulate it.
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The main algorithm for computing the stationary average (4.1) is Algorithm 6.2.
The basic idea is the same as in the last section: allow the PDMP to reach the
QSD in some W ; then use the parallel step, Algorithm 5.1, to escape from W ; then
repeat. The time for the PDMP to reach its QSD in W depends on W and is denoted
T µ
corr(W ). Note that the times for the PDMP and its skeleton chain to reach their

QSDs µ and ν, respectively, are not the same in general. Again, we may choose an
appropriate value for the time for the PDMP to reach the QSD using convergence
diagnostics or prior information [8, 42, 50].

Consistency of Algorithm 6.2 comes from the same arguments as above. The
contribution, fdecorr, to fsim from the decorrelation step in Algorithm 6.2 is correct
because it is obtained by straightforward serial simulation. Moreover the contribution
to fsim from the parallel step is correct on average since, if Z(0) is distributed as µ
and τ = inf{t ≥ 0 : Z(t) /∈W}, then in Algorithm 6.1,

E(fpar) = E

(∫ τ

0

f(Z(t)) dt

)

,

(Tpar, Zpar)
L
= (τ, Z(τ)).

The same result applies to Algorithm 6.3 under the conditions on the wall clock times
mentioned above; see Theorem 8.9. The rest of the argument follows from the law of
large numbers under an appropriate recurrence condition.

Algorithm 6.3 Asynchronous continuous time parallel step in W

1. Generate iid samples Zr(0)r=1,...,R from the QSD µ in W , and using these as

starting points, independently evolve R copies Zr(t)r=1,...,R
t≥0 of the PDMP.

2. Reorder the ∆t time intervals of these copies in the order they are computed in
wall clock time, i.e. as Zrk(mk∆t)k≥1 where mk ∈ {0, 1, 2, . . .} and r(n) is the wall
clock time it takes to compute Zr(t)0≤t≤n∆t, with rk(mk)k≥1 strictly increasing. Set
τr = inf{t ≥ 0 : Zr(t) /∈W}, let K = inf{k : τrk ≤ mk∆t} and define

fpar =

K−1∑

k=1

∫ mk∆t

0∨(mk−1)∆t

f(Zrk(t)) dt +

∫ τrK

0∨(mK−1)∆t

f(ZrK (t)) dt

and Tpar = 1par, where a ∨ b := max{a, b}. Let Zpar = ZrK (τrK ).

Once fpar, Tpar and ξpar can be computed, the parallel step is complete.

Algorithms 6.1 and 6.3 have a property not shared by Algorithms 5.1 and 5.3: the
escape time and point in these parallel steps have the correct joint law for the PDMP.
This allows us to compute a coarse dynamics of Z(t)t≥0, defined on the quotient space
Rd/V . This quotient space does not distinguish between points in a givenW ∈ V . See
for instance [5, 26, 50] for more discussion of using ParRep to accelerate dynamics.

Our algorithms above were formulated for PDMPs. However, our algorithms
could be applied to any discrete or continuous time strong Markov process with càdlàg
paths. Indeed, Algorithm 8.1 below is a parallel step that generalizes those presented
for Markov chains in [3], CTMCs in [53], and overdamped Langevin dynamics in [26].
For the intuition behind this parallel step see Figure 7. The proofs below show that
our algorithms are consistent in this general setting provided that, starting from the
QSD, escape times are independent of escape points in the sense of Propositions 8.2-
8.3 below.
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Fig. 3. Contour plot of the potential energy V in the toy PDMP from Section 7. V has 4 basins
of attraction W1,W2,W3,W4 of 3 different depths, with W1 the deepest.

7. Numerics. Here we test our algorithms above on a toy PDMP model, our
aim being to illustrate Algorithms 5.2 and 6.2. We will use these algorithms to sample
the stationary average of a function f (defined below) with respect to the Boltzmann
distribution π = Z−1e−βV , where V is the potential energy pictured in Figure 3.
The toy model is a two dimensional version of a PDMP that may be defined in an
arbitrary dimension d, as follows. Let d0, . . . , dN−1 ∈ Rd−1 be direction vectors such
that d0 + . . .+ dN−1 = 0. Let ZN denote the integers modulo N , consider the indices
of the dk’s as elements of ZN , and for k, ℓ ∈ ZN define

Fk(x) = dk · ∇V (x), Fk,ℓ(x) = (dk + . . .+ dk+ℓ) · ∇V (x).

Consider the PDMP with generator defined by

(7.1) Lg(x, k) = dk · ∇g(x, k) + [g(x, k − 1)− g(x, k)] β max
ℓ∈ZN

Fk,ℓ(x)

for suitable g : Rd−1×ZN → R. This is the generator for a PDMP that, when moving
in direction dk at point x, switches to direction dk−1 with rate βmaxℓ∈ZN

Fk,ℓ(x). The
resulting process can be seen as a rejection-free or “lifted” version of the sequential
Metropolis algorithm [25], historically the first nonreversible sampling algorithm [31]
for sampling the Boltzmann distribution π(x) = Z−1e−βV . Straightforward calcula-
tions show this PDMP has invariant measure π.

We consider the case where N = 4, the potential energy V : R2 → R is pictured in
Figure 3, and d0 = (1, 0), d1 = (−1, 0), d2 = (0, 1), d3 = (0,−1). The potential energy
V has 4 basins of attraction Wi, i = 1, . . . , 4. Taking W = V = {Wi : i = 1, . . . , 4}
as the collection of metastable sets for both the skeleton chain and the PDMP, we
tested Algorithm 5.2 and 6.2 with the synchronous parallel steps Algorithm 5.1 and
Algorithm 6.1, respectively. We used both algorithms to estimate the stationary
average 〈f〉 where f(x, k) = 1x∈W1

, the characteristic function of the deepest basin
of V . We used up to R = 100 replicas and decorrelation times that were the same in
each basin, T ν

corr ≡ T ν
corr(Wi) and T

µ
corr ≡ T ν

corr(Wi), i = 1, . . . , 4. In Algorithm 6.2
we used ∆t = 10−2. The results are in Figures 4, 5 and 6.

To analyze our results, we defined an “idealized” speedup factor as follows. Let
TR be an idealized wall clock time for a simulation of Algorithm 5.2 or 6.2 using
the parallel steps Algorithm 5.1 and 6.1, respectively, up to a fixed time Tstop. The
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Fig. 4. Left: Time speedup vs. number of replicas, R, when β = 3. Right: Time speedup
vs. β when R = 100. In both plots β = 3 and error bars are standard deviations obtained from
50 independent trials. For Algorithm 5.2 we used T ν

corr = 100, while for Algorithm 6.2 we used
Tµ
corr = 6. The decorrelation times were chosen so that Algorithm 5.2 and 6.2 would have similar

values for the time speedup. Error bars for each data point were obtained from 50 independent
simulations, but they are smaller than the data markers.

idealized wall clock time TR is obtained by assuming that we use R completely syn-
chronous parallel processors, that there is no processor communication cost, and that
the underlying PDMP is simulated using a direct implementation of Algorithm 2.1.
We then define

time speedup =
TR

T 1
.

More precisely, we assume that: on any processor, the computation of one step of
the skeleton chain takes wall clock time 1; that there are no other computations that
contribute to the wall clock time; and that the processors in the dephasing step and
parallel steps run in parallel at the exact same speed. We include computation time
from the dephasing step, i.e. the QSD sampling step in Algorithms 5.1 and 6.1, as
part of TR. We assume this dephasing is done using a Fleming-Viot-based technique
as described above, with R copies of the underlying skeleton chain or PDMP.

Processor communication, which we do not account for, of course takes a toll on
the time speedup. However, the processor communication cost is small compared to
the rest of the computational effort if the sets inW and V are significantly metastable.
Thus, our time speedup gives an reasonable picture of the gain that can be expected.

Note that the time speedup depends on the parameters in Algorithms 5.2 and 6.2.
If all other parameters are held constant, the time speedup increases with R or β, due
to increasing parallelization or metastability, respectively (Figure 4), while the time
speedup decreases with T ν

corr and T µ
corr, due to increased effort to sample the QSD

(Figure 5). To see why the time speedup should increase with metastability, note
that with increasing metastability, the relative effort to sample the QSD decreases in
comparison with the effort to simulate an escape from a metastable set. Since the
latter is done in parallel, increasing the metastability leads to a larger time speedup.

In defining the time speedup, we could have assumed that the PDMP is simulated
via a time discretization method instead of Algorithm 2.1. In this case, we would
assume the computation of one time step of the PDMP takes wall clock time 1. We
tried this and obtained results qualitatively very similar to Figs 4- 6.

In Figure 6 we see that the approximation fsim/Tsim approaches the stationary
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corr in
Algorithm 6.2. In both plots β = 3 and R = 100. Error bars for each data point were obtained from
50 independent simulations, but they are smaller than the data markers.
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β = 3, R = 100

Fig. 6. Left: Approximation fsim/Tsim of the stationary average 〈f〉 using Algorithm 5.2.
Right: Approximation fsim/Tsim of the stationary average 〈f〉 using Algorithm 6.2. In both plots
β = 3 and R = 100, and simulations ran for Tsim exceeding 106. Error bars are empirical standard
deviations obtained from 50 independent simulations for each data point. The exact value 〈f〉 is
indicated with a solid line.

average 〈f〉 as the decorrelation times T ν
corr and T µ

corr increase, as expected. As
discussed above, the appropriate values of these QSD sampling times depend on the
degree of metastability. Note that the approximations fsim/Tsim are quite good even
for small QSD sampling times. This was true not just for f(x, k) = 1x∈W1

but for
a variety of other functions. This feature, of reasonable accuracy in ParRep even for
relatively small decorrelation times, was observed before in [52, 53]. Here this may be
a result of the momentum-like direction variables, which can make the PDMP unlikely
to immediately escape from a metastable set just after entering. This suggests that,
at least in some cases, ParRep is relatively robust to the choice of QSD sampling time.

8. Proofs. We begin by demonstrating an essential property of the QSD: that
the escape time from W starting at the QSD in W is memoryless and independent of
the escape point. We show this holds for discrete time Markov chains and for PDMPs
with generator of the form (2.4) in Propositions 8.2- 8.3 below.

Then we present a very general framework for ParRep, based on trajectory frag-
ments. This is summarized in the general parallel step of Algorithm 8.1 and in
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Assumption 8.5. See also Figure 7 for the intuition behind this framework. Our
framework can be used to construct or demonstrate consistency of a variety of Par-
Rep algorithms for time homogeneous Markov processes. In particular, Theorem 8.6
below shows how to use ParRep to obtain correct coarse dynamics of any time ho-
mogeneous Markov process that satisfies the escape time and point independence
condition just mentioned. Theorem 8.7 shows how to use ParRep to obtain correct
stationary averages in the same setting. In Theorems 8.8 and 8.9, we use these results
to show consistency of Algorithms 5.2 and 6.2.

Below we write L for the law of a random object. We sometimes write Eρ or Pρ

to indicate expectation or probabilities for a process with initial distribution ρ, and
when ρ = δx we write Ex or Px. We say a random object is a copy of another random
object if it has the same law as that object. A copy of a random object is assumed
to be independent of that object unless otherwise specified.

Proposition 8.1. Let X(t)t≥0 be a time homogeneous Markov process with a
QSD ρ in U , and suppose L(X(0)) = ρ. Then T = min{t ≥ 0 : X(t) /∈ U} has a
memoryless distribution; that is, T is either exponentially or geometrically distributed.

Proof. The definition (3.1) of the QSD together with the Markov property show
that L(X(t+ s)s≥0|T > t) = L(X(s)s≥0). Thus, P(T > t + s|T > t) = P(T > s) for
any s, t ≥ 0. It is well known that the only distribution satisfying the latter is

(8.1) P(T > t) = e−λt.

We use (8.1) to indicate either the (continuous) exponential distribution with param-
eter λ > 0, or the (discrete) geometric distribution with parameter p = 1− e−λ.

Proposition 8.2. Suppose ν is a QSD for (ξn, θn)n≥0 in W and L(ξ0, θ0) = ν.
Then M = inf{t ≥ 0 : (ξn, θn) /∈ W} is geometrically distributed. Moreover, M and
(ξM , θM ) are independent.

Proof. Proofs are in [5, 15].

Proposition 8.3. Let Z(t)t≥0 be a PDMP with generator of the form (2.4) with
L(Z(0)) = µ, and let I be the finite set of indices for the direction vectors di, where
each |di| < ∞. Let W̃ ⊆ Rd−1 be open and bounded with piecewise C1 boundary and
W = W̃×I. Suppose that µ is a QSD for Z(t)t≥0 inW and that µ has a density v with
respect to the natural Lebesgue measure on R

d−1×I. Then τ = inf{t ≥ 0 : Z(t) /∈ W}
is exponentially distributed. Moreover, τ and Z(τ) are independent.

Proof. By Proposition 8.1, we only need to show τ and Z(τ) are independent.
Write Z(t) = (X(t), I(t)) where X(t) ∈ Rd−1 and I(t) is the index of the direction,
that is, I(t) = i means the process moves with velocity vector di at time t. Let

u(t, x, i) = E
(x,i)(g(X(τ), I(τ))1τ≤t),

where E(x,i) denotes expectation for (X(t), I(t))t≥0 starting at X(0) = x, I(0) = i,

and g : Rd−1×I → R is bounded. Since W̃ is open and maxi∈I |di| <∞, the following
holds. For (X(t), I(t))t≥0 starting at fixed (X(0), I(0)) = (x, i) ∈ W , if s = s(x, i) > 0

is sufficiently small then (X(r), I(r)) ∈ W for all r ∈ [0, s]. Thus, with X̂, Î, τ̂ copies
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of X, I, τ , for such s,

E
(x,i)(u(t,X(s), I(s)) = E

(x,i)
(

E
(X(s),I(s))

(

g(X̂(τ̂ ), Î(τ̂ ))1τ̂≤t

))

= E
(x,i)

(

E
(X(s),I(s))

(

g(X̂(τ̂ ), Î(τ̂ ))1τ̂≤t

)

1(X(r),I(r))∈W, 0≤r≤s

)

= E
(x,i) (g(X(τ), I(τ))1τ≤t+s) .

Now,

Lu(t, x, i) = lim
s→0+

1

s

[

E
(x,i)(u(t,X(s), I(s))− u(t, x, i)

]

= lim
s→0+

1

s

[

E
(x,i) (g(X(τ), I(τ))1τ≤t+s)− E

(x,i) (g(X(τ), I(τ))1τ≤t)
]

=
∂

∂t
u(t, x, i).

(8.2)

Since W̃ is bounded and open and maxi∈I |di| < ∞, the following holds. For each
closed set A ⊆ W̃ , there is t = t(A) > 0 such that for each s ≤ t and each y in the
closure Cl(W̃ ) of W̃ , Py(X(s) ∈ A, τ ≤ s) = 0. Thus, for any fixed closed set A ⊆ W̃ ,

(8.3) lim
s→0

sup
y∈Cl(W̃ )

s−1
P
y(X(t) ∈ A, τ ≤ s) = 0.

Let γ be the natural Lebesgue product measure on Rd−1 × I. By assumption, v =
dµ/dγ and v = 0 in the complement of W . Let p(t, x, i) be the probability density of
(X(t), I(t)) when L(X(0), I(0)) = µ, and let L∗ be the formal adjoint to L. Then

∂

∂t
p(t, x, i) = L∗p(t, x, i), p(0, x, i) = v(x, i).

See for instance [21]. Let A ⊆ W̃ be closed and write

p(t, A, i) = P
µ(X(t) ∈ A, I(t) = i), ν(A, i) =

∫

A

v(x, i) dx.

Let λ be the parameter of the exponential distribution of τ . Then

∂

∂t
p(t, A, i)

∣
∣
∣
∣
t=0

= lim
s→0+

s−1 [Pµ(X(s) ∈ A, I(s) = i)− v(A, i)]

= lim
s→0+

s−1 [Pµ(X(s) ∈ A, I(s) = i, τ > s)− v(A, i)]

+ lim
s→0

s−1
P
µ(X(s) ∈ A, I(s) = i, τ ≤ s)

= lim
s→0+

s−1 [Pµ(X(s) ∈ A, I(s) = i|τ > s)P(τ > s)− v(A, i)]

= lim
s→0+

s−1
[
v(A, i)e−λs − v(A, i)

]
= −λv(A, i)

where (8.3) implies the third equality. We conclude L∗v(x, i) = −λv(x, i). Now define

g(t) = E
µ (g(X(τ), I(τ))1τ≤t) =

∑

i

∫

W̃

u(t, x, i)v(x, i) dx,
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where it is understood the sum is over I. Let σ be Lebesgue measure on ∂W̃ and
n(x) the outward normal to x ∈ ∂W̃ , and write

(8.4) Lf(x, i) = di · ∇xf(x, i) +
∑

j

λj(x, i)f(x, j)

where λi(x, i) = −
∑

j 6=i λj(x, i). Inspecting (8.2) and (8.4), we see that u(t, x, i) and
∂u(t, x, i)/∂t are continuous in t. Using this and the results above, we get

g′(t) =
∑

i

∫

W̃

∂

∂t
u(t, x, i)v(x, i) dx =

∑

i

∫

W̃

Lu(t, x, i)v(x, i) dx

=
∑

i

∫

W̃



di · ∇xu(t, x, i) +
∑

j

λj(x, i)u(t, x, j)



 v(x, i) dx

=
∑

i

∫

W̃

u(t, x, i)



−di · ∇xv(x, i) +
∑

j

λi(x, j)v(x, j)



 dx

+
∑

i

∫

∂W̃

u(t, x, i)v(x, i)di · n(x)σ(dx)

=
∑

i

∫

W̃

u(t, x, i)L∗v(x, i) dx +
∑

i

∫

∂W̃

g(x, i)v(x, i)di · n(x)σ(dx)

= −λg(t) +
∑

i

∫

∂W̃

g(x, i)v(x, i)di · n(x)σ(dx)

Thus,

E
µ (g(X(τ), I(τ))1τ≤t) = g(t) = (1− e−λt)λ−1

∑

i

∫

∂W̃

g(x, i)v(x, i)di · n(x)σ(dx)

= E
µ (1τ≤t)E

µ (g(X(τ), I(τ))) .

This shows that τ and Z(τ) are independent, as desired.

The arguments in the proof of Proposition 8.3 can be extended to a wider class
of PDMPs. However, we stick to the case where the generator is (2.4) for simplicity
and because this type of PDMP appears in several applications, as discussed above.
Similar arguments have been applied to obtain analogous results for the overdamped
Langevin dynamics [26]. We believe the results above – namely that starting at the
QSD in W , the escape point and time from W are independent – should be true
under very general conditions on the underlying process. We leave this investigation
to another work.

Below, we will consider memoryless distributions, namely the geometric and ex-
ponential distributions. To connect the cases, we let 1 − p = e−λ where p is the
geometric parameter and λ the exponential rate. Keep in mind that the results in
Proposition 8.4 below hold in both continuous and discrete time.

Proposition 8.4. Let t1, t2, . . . be nonnegative deterministic times such that

∞∑

m=1

tm =∞.
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Let τ1, τ2, . . . be random variables such that P(τ1 > t) = e−λt and for each m ≥ 1,

(8.5) P(τm > t|τm−1 > tm−1, . . . , τ1 > t1) = e−λt.

Let K = inf{m ≥ 0 : τm ≤ tm}. Then T = t1 + . . .+ tK−1 + τK has distribution

P(T > t) = e−λt.

Proof. Let sm = t1 + . . .+ tm and s0 = 0. Using (8.5) and induction,

P(τm−1 > tm−1, . . . , τ1 > t1) = e−λ(tm−1+...+t1) = e−λsm−1 .

Using (8.5) again, in the continuous case,

E (euτK1τm≤tm |τm−1 > tm−1, . . . , τ1 > t1)

=

∫ tm

0

eusλe−λs ds =
λ

u− λ

(

e(u−λ)tm − 1
)

.

In the discrete case, where e−λ = 1− p,

E (euτK1τm≤tm |τm−1 > tm−1, . . . , τ1 > t1)

=

tm∑

s=1

euse−λ(s−1)(1− e−λ) =
eu − eu−λ

1− eu−λ

(

1− e(u−λ)tm
)

.

Consider the continuous case. Combining the previous displays, and using

{K = m} = {τm ≤ tm, τm−1 > tm−1, . . . , τ1 > t1},

we get

E (euτK1K=m) = E
(
euτK1τm≤tm1τm−1>tm−1,...,τ1>t1

)

=
λ

u− λ

(

e(u−λ)tm − 1
)

e−λsm−1 .

Thus,

E

(

eu(sK−1+τK)
)

=

∞∑

m=1

E

(

eu(sK−1+τK)
1K=m

)

=

∞∑

m=1

eusm−1E (euτK1K=m)

=
λ

u− λ

∞∑

m=1

(

e(u−λ)sm − e(u−λ)sm−1

)

=
λ

λ− u
if u < λ,

which is the MGF of an exponential(λ) random variable. In the discrete case,

E (euτK1K=m) = E
(
euτK1τm≤tm1τm−1>tm−1,...,τ1>t1

)

=
eu − eu−λ

1− eu−λ

(

1− e(u−λ)tm
)

e−λsm−1 .
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Thus,

E

(

eu(sK−1+τK)
)

=

∞∑

m=1

E

(

eu(sK−1+τK)
1K=m

)

=

∞∑

m=1

eusm−1E (euτK1K=m)

=
eu − eu−λ

1− eu−λ

∞∑

m=1

(e(u−λ)sm−1 − e(u−λ)sm)

=
eu − eu−λ

1− eu−λ
if u < − log(1− p),

which is the MGF of a geometric(p) random variable, where p = 1− e−λ.

Next we formalize the exactness of escape time and escape point for algorithms
based on joining trajectory fragments. The fragments are copies of the underlying pro-
cess satisfying the dependency conditions of Assumption 8.5 below. For the reader’s
convenience, we describe a general parallel step based on trajectory fragments in Al-
gorithm 8.1 below. Keep in mind the processes in Algorithm 8.1 below can be either
discrete or continuous in time.

Algorithm 8.1 A general parallel step in U

1. Let (Xm(t)0≤t≤tm)m=1,2,... be trajectory fragments satisfying Assumption 8.5, and

K = inf{m ≥ 1 : Tm ≤ tm}.

2. Let a ∧ b = inf{a, b}. In the discrete time case, set

gpar = E

(
K∑

m=1

Tm∧tm−1∑

t=0

g(Xm(t))

)

while in the continuous time case, set

gpar = E

(
K∑

m=1

∫ Tm∧tm

0

g(Xm(t)) dt

)

.

3. Let Tpar = 1par = t1 + . . .+ tK−1 + TK and Xpar = XK(TK).

Once gpar, Tpar and Xpar can be computed, the parallel step is complete. These
quantities are consistent in the sense of Theorem 8.6 and Theorem 8.7 below.

The idea behind Assumption 8.5 is as follows. First, observe that we can consider
a single trajectory of X(t)t≥0 as being comprised of multiple fragments X(t)0≤t≤tm ,
where the tm are deterministic times. More precisely, let T be a stopping time for
X(t)t≥0, and (Xm(t)t≥0, Tm)m≥1 copies of (X(t)t≥0, T ) with dependencies as follows.
If T1 > t1, set X2(0) = X1(t1) with X2(t)t≥0 evolving forward in time independently
of X1(t)t≥0. If T1 > t1 and T2 > t2, set X3(0) = X2(t2) with X3(t)t≥0 evolving
forward in time independently of X1(t)t≥0 and X2(t)t≥0. Repeating this procedure
we can concatenate fragments (Xm(t)0≤t≤tm)m=1,2,... to produce a trajectory with
the same law as X(t)0≤t≤s conditional on T > s.
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X2(0)

X3(t)t≥t3

X1(0)

X1(t1)

X1(t)t≥t1 X2(t)t≥t2

X2(t2) = X3(0)

X3(t3)

X4(0)

U

Xpar = X4(T4)

Fig. 7. Intuition behind the general parallel step in Algorithm 8.1. Pictured are K = 4 trajectory
fragments (Xm(t)0≤t≤tm )m=1,2,3,4 combined to form one long trajectory. The long trajectory moves
in time in the direction indicated by the arrows. Its escape from U is denoted with a cross. The
dashed line parts of the long trajectory are artificial and do not contribute to gpar or Tpar. The
dotted lines show the futures of the fragments that are irrelevant for computations in the parallel
step. Note that one of the fragments’ starting point, X3(0), is equal to another fragments’ end point,
X2(t2). There may be other fragments but they are not relevant to the parallel step since T4 < t4.
The fragments can be computed asynchronously in parallel, and Algorithm 8.1 is exact in the sense
of Theorem 8.6 and Theorem 8.7 so long as Assumption 8.5 holds.

The next observation is that, if L(X(0)) = ρ, the QSD in U , and T is the
first escape time from U , then the fragments above do not necessarily need to have
matching initial and terminal points. Indeed, in this case the fragment start and
endpoints are distributed as ρ, so it still makes a certain sense to concatenate the
fragments. See Figure 7 for an illustration of this idea. In this case the concatenated
trajectory will not have the same law as X(t)0≤t≤s conditional on T > s, but it will
share some important properties of the latter, as we show in Theorems 8.6- 8.7.

Recall that the gain in ParRep is from parallel computations in the parallel step.
In the trajectory fragment framework below, the basic idea is that the work to compute
the fragments Xm(t)0≤t≤tm can be spread over multiple processors. See [5, 3, 26, 53]
for related results in special cases. This trajectory fragment framework can be used
as theoretical justification for ParSplice [37], a recently developed version of ParRep
for stochastic MD that uses speculative allocation of replicas in basins of V . Parsplice
can be efficient even in the presence of superbasins.

Assumption 8.5. X(t)t≥0 is a time homogeneous strong Markov process (in ei-
ther discrete or continuous time) with values in Rd, càdlàg paths and a QSD ρ in U .
Moreover, (Xm(t)t≥0)m≥1 are copies of X(t)t≥0 such that the following holds. First,

(8.6) conditional on Xm(0), Xm(t)t≥0 is independent of (Xk(t)t≥0)1≤k<m.

Also, Tm = inf{t ≥ 0 : Xm(t) /∈ U}, m = 1, 2, . . ., are finite almost surely and

(8.7) L(Xm(0)|Tm−1 > tm−1, . . . , T1 > t1) = ρ, m = 2, 3, . . . , L(X1(0)) = ρ,

where tm > 0 are deterministic times satisfying
∑∞

m=1 tm =∞.



PARREP FOR PDMPS 25

We actually will not use the fact that X(t)t≥0 has the strong Markov property
or that it has càdlàg paths in the proofs below. The parallel steps above are consis-
tent, in the sense of Theorems 8.6- 8.7 below, under the assumption that X(t)t≥0 is
simply a time homogeneous Markov process. However, to combine the parallel step
with a decorrelation step to obtain a coarse dynamics or stationary average – as in
Algorithms 5.2 and 6.2 – we want càdlàg paths to ensure hitting times are stopping
times, and we need the strong Markov property so that we can start afresh at these
stopping times. So to avoid confusion, we include these properties in Assumption 8.5.
The stopping times we have in mind are the escape times from metastable sets.

Theorem 8.6. Let Assumption 8.5 hold. Define K = inf{m ≥ 1 : Tm ≤ tm} and

Tpar = t1 + . . .+ tK−1 + TK , Xpar = XK(TK).

Let L(X(0)) = ρ and T = inf{t ≥ 0 : X(t) /∈ U}, and suppose

(8.8) T and X(T ) are independent.

Then
(Tpar, Xpar)

L
= (T,X(T )).

Proof. By (8.6), {Xm(Tm) ∈ A, Tm ≤ t} and {Tm−1 > tm−1, . . . , T1 > t1} are
independent conditional on {Xm(0) = x}. Using this along with (8.7) and (8.8) gives

P(Xm(Tm) ∈ A, Tm ≤ t|Tm−1 > tm−1, . . . , T1 > t1)

=

∫

P(Xm(Tm) ∈ A, Tm ≤ t|Xm(0) = x, Tm−1 > tm−1, . . . , T1 > t1)

× P(Xm(0) ∈ dx|Tm−1 > tm−1, . . . , T1 > t1)

=

∫

P(Xm(Tm) ∈ A, Tm ≤ t|Xm(0) = x)ρ(dx)

= P(X(T ) ∈ A, T ≤ t)

= P(X(T ) ∈ A)P(T ≤ t).

(8.9)

By Proposition 8.1, T and T1 have the same memoryless distribution, P(T > t) =
e−λt = P(T1 > t) for some parameter λ > 0. Thus, taking A = Rd in (8.9) leads to

P(Tm > t|Tm−1 > tm−1, . . . , T1 > t1) = e−λt.

Applying Proposition 8.4, we see that L(Tpar) = L(T ). Next, recall that {K = m} =
{Tm ≤ tm, Tm−1 > tm−1, . . . , T1 > t1}, and let sm = t1 + . . . + tm and s0 = 0.
Using (8.7) and (8.8) with (8.9) gives

P(Xpar ∈ A, Tpar ≤ t|K = m)

= P(Xm(Tm) ∈ A, sm−1 + Tm ≤ t|K = m)

= P(Xm(Tm) ∈ A, Tm ≤ t− sm−1|Tm ≤ tm, Tm−1 > tm−1, . . . , T1 > t1)

= P(Xm(Tm) ∈ A, Tm ≤ min{tm, t− sm−1}|Tm−1 > tm−1, . . . , T1 > t1)

× P(Tm ≤ tm|Tm−1 > tm−1, . . . , T1 > t1)
−1

= P(X(T ) ∈ A)P(T ≤ min{tm, t− sm−1})P(T ≤ tm)−1

= P(X(T ) ∈ A)P(T ≤ t− sm−1|T ≤ tm).

(8.10)
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Thus,

P(Xpar ∈ A, Tpar ≤ t)

= P(X(T ) ∈ A)
∞∑

m=1

P(T ≤ t− sm−1|T ≤ tm)P(K = m).
(8.11)

By Assumption 8.5, T is finite almost surely. Thus, we may take t → ∞ in (8.10)
and (8.11) to conclude that L(Xpar) = L(X(T )). It follows from this and (8.11) that
Xpar and Tpar are independent. This completes the proof.

Theorem 8.7. Let Assumption 8.5 hold and let g : Rd → R be bounded. Suppose
L(X(0)) = ρ, let T = inf{t > 0 : X(t) /∈ U}, and define K = min{m ≥ 1 : Tm ≤ tm}.
Then in the discrete time case,

(8.12) gpar := E

(
K∑

m=1

Tm∧tm−1∑

t=0

g(Xm(t))

)

= E

(
T−1∑

t=0

g(X(t))

)

,

while in the continuous time case,

(8.13) gpar := E

(
K∑

m=1

∫ Tm∧tm

0

g(Xm(t)) dt

)

= E

(
∫ T

0

g(X(t)) dt

)

.

Proof. We consider only the discrete time case, since the arguments in the con-
tinuous time case are completely analogous. Let r ∈ N be fixed and observe that

r−1∑

t=0

P(T > t) =

r−1∑

t=0

E(1T>t) =

∞∑

t=0

E(1T∧r>t) = E(T ∧ r).

By the preceding display and the the definition (3.1) of the QSD ρ,

E

(
T∧r−1∑

t=0

g(X(t))

)

=

∞∑

s=1

s−1∑

t=0

E (g(X(t))1T∧r=s)

=

∞∑

t=0

E (g(X(t))1T∧r>t)

=

r−1∑

t=0

E (g(X(t))1T>t)

=

(∫

g dρ

)

E(T ∧ r).

(8.14)

Since {K ≥ m} = {Tm−1 > tm−1, . . . , T1 > t1}, using (8.6)- (8.7) and (8.14), and
following arguments analogous to those in the proof of Theorem 8.6, we get

(8.15) E

(
Tm∧tm−1∑

t=0

g(Xm(t))

∣
∣
∣
∣
∣
K ≥ m

)

=

(∫

g dρ

)

E(Tm ∧ tm|K ≥ m).
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By Proposition 8.12, L(T ) = L(
∑K

m=1 Tm ∧ tm). Thus,

E(T ) = E

(
K∑

m=1

Tm ∧ tm

)

=

∞∑

m=1

m∑

n=1

E (Tn ∧ tn1K=m)

=

∞∑

n=1

E (Tn ∧ tn1K≥n)

=

∞∑

n=1

E(Tn ∧ tn|K ≥ n)P(K ≥ n).

(8.16)

Thus, by (8.14), (8.15) and (8.16),

E

(
K∑

m=1

Tm∧tm−1∑

t=0

g(Xm(t))

)

=

∞∑

m=1

m∑

n=1

E

(

1K=m

Tn∧tn−1∑

t=0

g(Xn(t))

)

=
∞∑

n=1

E

(

1K≥n

Tn∧tn−1∑

t=0

g(Xn(t))

)

=

∞∑

n=1

E

(
Tn∧tn−1∑

t=0

g(Xn(t))

∣
∣
∣
∣
∣
K ≥ n

)

P(K ≥ n)

=

(∫

g dρ

) ∞∑

n=1

E(Tn ∧ tn|K ≥ n)P(K ≥ n)

=

(∫

g dρ

)

E(T ).

(8.17)

Letting r →∞ in (8.14) yields (8.12) as desired.

Theorem 8.6 and Algorithm 8.1 show how ParRep can generate correct coarse
dynamics under very general conditions. By coarse dynamics, we mean that the
parallel step generates an escape time and escape point with the correct law. Formally,
this leads to a correct dynamics on the quotient space Rd modulo the collection of
metastable sets. Theorem 8.7 and Algorithm 8.1 show how ParRep can be used to
compute stationary averages under the same general conditions.

We are now ready to show consistency of Algorithm 5.2, by showing the parallel
steps, Algorithms 5.1 and 5.3, produce a contribution to the stationary average (4.1)
that has the correct mean value.

Theorem 8.8 (Consistency of the parallel steps Algorithm 5.1 and 5.3).

(i) Let ν be the QSD of (ξn, θn)n≥0 in some W = W̃ ×R+ ⊆ Rd−1 ×R, suppose that
L(ξ0, θ0) = ν, and define M = inf{n ≥ 0 : (ξn, θn) /∈ W}. Let fpar, Tpar and ξpar be
defined as in Algorithm 5.1. Then

(8.18) E(fpar) = E

(
M−1∑

n=0

∫ θn

0

f(ψ(t, ξn)) dt

)

and

(8.19) (ξpar , θpar)
L
= (ξM , θM ).
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(ii) Suppose that in Algorithm 5.3, rk(mk)k≥1 is almost surely strictly increasing with

r(m) < r(m+1) for each r and m. Moreover, assume that r(n)1≤r≤R
n≥0 is independent

of (ξrn, θ
r
n)

1≤r≤R
n≥0 , and adopt the assumptions in (i). Then (8.18)- (8.19) hold.

Proof. Consider first (i). Using the (ξrn, θ
r
n)

1≤r≤R
n≥0 defined in Algorithm 5.1, set

σr = inf{n ≥ 0 : (ξrn, θ
r
n) /∈W}.

Let mk = ⌊(k − 1)/R⌋ and rk = k −R⌊(k − 1)/R⌋, where ⌊x⌋ is the floor of x. Set

(8.20) Xk(0) = (ξrkmk
, θrkmk

), Xk(1) = (ξrkmk+1, θ
rk
mk+1),

Throughout the remainder of the proof we adopt the notation of Assumption 8.5.
Let Xm(t)t≥1, m = 1, 2, . . ., be independent copies of (ξn, θn)n≥0 with starting points
Xm(1). This guarantees that the (Xm(t)t≥0)m≥1 satisfy (8.6) in Assumption 8.5. We
claim that (Xm(t)t≥0)m≥1 also satisfy (8.7) in Assumption 8.5 with tm = 1 for m ≥ 1,
U =W , and ρ = ν. To see this, note that L(X1(0)) = ν, while for k ≥ 2,

{Tk−1 > 1, . . . , T1 > 1} = {σr > mk + 1r<rk , r = 1, . . . , R},

so since the (ξrm, θ
r
m)m≥0 are independent over r,

L(Xk(0)|Tk−1 > 1, . . . , T1 > 1)

= L
(
(ξrkmk

, θrkmk
)
∣
∣ σr > mk + 1r<rk , r = 1, . . . , R

)

= L
(
(ξrkmk

, θrkmk
)
∣
∣ σrk > mk

)

= ρ = ν.

Now Theorem 8.6 establishes (8.19), while (8.18) follows from using Theorem 8.7 with

g(ξ, θ) =

∫ θ

0

f(ψ(t, ξ)) dt.

Consider now (ii). Because the computation times r(n) are independent of the
processes themselves, we can, without loss of generality, condition on these times
taking particular values, leading to an ordering (rk,mk)k≥1 that is unique because we
assumed rk(mk)k≥1 is strictly increasing. Set Xk(0) and Xk(1) as in (8.20) with this
ordering, and let (Xm(t)t≥1)m≥1 be independent copies of (ξn, θn)n≥0 with starting
points Xm(1). Using the assumption that r(n) < r(m) for n < m, this guarantees
the (Xm(t)t≥0)m≥1 satisfy (8.6) in Assumption 8.5.

Notice that again L(X1(0)) = ν. Now fix k ≥ 2, and consider the collection

{Tk−1 > 1, . . . , T1 > 1} = {σrj > mj + 1, j = 1, . . . , k − 1}

of events, and let

{σrk > mj + 1, each j ∈ {1, . . . , k − 1} with rj = rk}

be the events in this collection that depend only on (ξrkn , θrkn )n≥0. Note that, by the
assumption on the ordering and wall clock time in the first sentence of (ii) above,

mk = max{mj + 1, each j ∈ {1, . . . , k − 1} with rj = rk},
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where max ∅ = 0. Using this and independence of (ξrn, σ
r
n)n≥0 over r,

L(Xk(0)|Tk−1 > 1, . . . , T1 > 1)

= L(Xk(0)|σ
rj > mj + 1, j = 1, . . . , k − 1)

= L
(
(ξrkmk

, θrkmk
)
∣
∣σrk > mj + 1, each j ∈ {1, . . . , k − 1} with rj = rk

)

= L
(
(ξrkmk

, θrkmk
)
∣
∣σrk > mk

)
= ρ = ν.

We can now repeat the arguments above to conclude.

Theorem 8.9 (Consistency of the parallel steps Algorithm 6.1 and 6.3).

(i) Let µ be the QSD of Z(t)t≥0 in some W ⊆ Rd, let L(Z(0)) = µ, and define
τ = inf{t ≥ 0 : Z(t) /∈ W}. Suppose that τ and Z(τ) are independent, and let fpar,
Tpar and Zpar be defined as in Algorithm 6.1. Then

(8.21) E(fpar) = E

(∫ τ

0

f(Z(t)) dt

)

and

(8.22) (Tpar, Zpar)
L
= (τ, Z(τ)).

(ii) Assume that in Algorithm 6.3, rk(mk)k≥1 is almost surely strictly increasing with

r(m) < r(m+1) for each r and m. Moreover, assume that r(n)1≤r≤R
n≥0 is independent

of Zr(t)1≤r≤R
t≥0 , and adopt the assumptions in (i). Then (8.21)- (8.22) hold.

Proof. Consider first (i). Using the Zr(t)t≥0 defined in Algorithm 6.1, recall

τr = inf{t ≥ 0 : Zr(t) /∈W},

and define mk = ⌊(k − 1)/R⌋ and rk = k −R⌊(k − 1)/R⌋. Set

Xk(t) = Zrk(t+mk∆t), 0 ≤ t ≤ ∆t.

Throughout the proof we adopt the notation of Assumption 8.5. Let Xm(t)t≥∆t, m =
1, 2, . . ., be independent copies of Z(t)t≥0 with starting points Xm(∆t); this ensures
that the (Xm(t)t≥0)m≥1 satisfy assumption (8.6). We claim that (Xm(t)t≥0)m≥1 also
satisfy (8.7) with tm = ∆t for m ≥ 1, U =W , and ρ = µ. To see this, observe that

{Tk−1 > 1, . . . , T1 > 1} = {τr > (mk + 1r<rk)∆t, r = 1, . . . , R}.

Thus, since the Zr(t)t≥0 are independent over r,

L(Xk(0)|Tk−1 > tk−1, . . . , T1 > t1)

= L (Zrk(mk∆t)| τ
r > (mk + 1r<rk)∆t, r = 1, . . . , R)

= L (Zrk(mk∆t)| τ
rk > mk∆t)

= ρ = µ.

Now Theorem 8.6 establishes (8.22), while (8.21) follows from using Theorem 8.7 with
g = f . The arguments for (ii) are the same as those in the proof of Theorem 8.8.

Acknowledgements. D. Aristoff would like to acknowledge helpful conversa-
tions with Werner Krauth, Manon Michel, Petr Plecháč, Gideon Simpson, and Ting
Wang.
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Appendix. As discussed above, in many applications, PDMPs have generators
similar to (2.4). We have in mind PDMPs that move along straight lines, chang-
ing direction and speed only at jump times. Examples include the Zig-Zag process,
the Bouncy Particle sampler, and event chain Monte Carlo. The former examples
have been mathematically analyzed in [6, 9]. In the literature, Event chain Monte
Carlo [32, 22] has been presented as a special type of “lifted” Markov chain Monte
Carlo. We show below how event chain Monte Carlo can be understood as a PDMP.
This formalism leads to simple proofs of consistency of methods in the literature.

We begin by considering generators of the form (2.4). Let I ⊆ N be the finite set
of indices of the directions di ∈ Rd−1. For suitable functions f : Rd−1×I → R define

(8.23) Lf(x, i) = di · ∇xf(x, i) +
∑

j 6=i

λj(x, i)(f(x, j) − f(x, i)),

where λj(x, i) > 0 for j 6= i. Here the index i ∈ I is identified with direction di.

Proposition 8.10. Let V : Rd−1 → R be continuously differentiable. If

(8.24)
∑

j 6=i

(λi(x, j)− λj(x, i)) = −β∂di
V (x) for all x ∈ R

d−1, i ∈ I,

then the PDMP generated by L in (8.23) has invariant measure π(x, i) ∝ e−βV (x).

Proof. Let λi(x, i) = −
∑

j 6=i λj(x, i) and

π(x, i) = Z−1e−βV (x), Z =
∑

i

∫

e−βV (x) dx,

where by convention sums are over I and integrals over Rd−1. It suffices to show
L∗π = 0 where L∗ is the formal adjoint of L. For a suitable test function f ,

∑

i

∫

Lf(x, i)π(x, i) dx

= Z−1
∑

i

∫


di · ∇f(x, i) +
∑

j

λj(x, i)f(x, j)



 e−βV (x) dx

= Z−1
∑

i

∫

f(x, i)



β∇V (x) · di +
∑

j

λi(x, j)



 e−βV (x) dx.

(8.25)

Note that
∑

j

λi(x, j) =
∑

j 6=i

(λi(x, j)− λj(x, i)) .

Thus, by (8.24), the last display in (8.25) is zero. It follows that L∗π = 0.

The Zig-Zag process [6] fits into the framework above, with the di being the
elements of {±1}d−1 ⊆ Rd−1. The Bouncy Particle sampler fits into a slightly different
framework. In both cases there is a rate balance equation similar to (8.24), the
mathematical details having been worked out in [6, 9]. We focus on event chain
Monte Carlo, which to our knowledge has not been presented in this setting.
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Event chain Monte Carlo can be described as follows. Consider a system of n
particles in B ⊆ R3. For u ∈ R3, let u(i) be the block vector, with n blocks of size 3,
where the ith block equals u and the other blocks are zero. Thus,

(8.26) u(i) = ( 0
︸︷︷︸

∈R3

, . . . , u
︸︷︷︸

ith spot

, . . . , 0
︸︷︷︸

∈R3

).

Definition 8.11. Let B be a rectangle in R3 with periodic boundaries. An event
chain process in the direction u ∈ S2 is the PDMP with values in Bn ⊆ Rd−1 and
generator (8.23), where the directions are di = u(i) := (0, . . . , u, . . . , 0), i = 1, . . . , n.

This is the generator for a system of n particles in B, where at a given time
one of the particles moves in direction u with unit velocity until it stops and then
another particle moves in the same direction with unit velocity. The rate to switch
from particle i to particle j at x is λj(x, i). In the literature, a switch in the particle
that is moving is called a “lifting” event.

In [32] the authors present the following rates that are tailored to potential ener-
gies V that are sums of pair terms. Below, let [x]+ = max{x, 0} denote the positive
part of a real number x. Below, for simplicity we take β = 1.

Proposition 8.12. Consider an event chain process as in Definition 8.11. Let
V : Bn → R have the form V (x) =

∑

j>i gij(xj − xi) where gij : R3 → R are
continuously differentiable with gij = gji and gij(v) = gij(−v). Let λ > 0. If for j 6= i

(8.27) λi(x, j) = [u · ∇gij(xj − xi)]
+ + λ,

then Z−1e−V is invariant for the event chain process.

Proof. Note that

λj(x, i) =

[

lim
s→0

gij(xi − xj + su)

s

]+

+ λ

=

[

lim
s→0

gij(xj − xi − su)

s

]+

+ λ

= [−u · ∇gij(xj − xi)]
+ + λ.

Thus, λi(x, j) − λj(x, i) = u · ∇gij(xj − xi). Now (8.24) follows from

−u(i) · ∇V (x) = −u(i) · ∇




∑

j>i

gij(xj − xi)





=
∑

j 6=i

u · ∇gij(xj − xi) =
∑

j 6=i

(λi(x, j) − λj(x, i)).

Informally, the rate to switch from particle j to particle i is the rate of change in
the pair potential between j and i as particle j moves in direction u, plus an auxiliary
rate λ. The former rates corresponds to what is called the event chain, and the
auxiliary rate λ is the rate to break the event chain. When the event chain breaks, a
new moving particle is chosen uniformly at random.

More recently, in [22], the authors generalized event chain Monte Carlo to the
case where the potential V may not be a sum of pair terms, as follows.
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Proposition 8.13. Consider an event chain process as in definition 8.11. Let
V : Bn → R be continuously differentiable and translation invariant in the sense that
V (x1, . . . , xn) = V (x1 + v, . . . , xn + v) for all v ∈ R3. Let λ > 0. If for j 6= i,

(8.28) λi(x, j) =
[u(j) · ∇V (x)]+[−u(i) · ∇V (x)]+

∑

k[u
(k) · ∇V (x)]+

+ λ,

then Z−1e−V is invariant for the event chain process.

Proof. Using the fact that

[a]+[−b]+ − [b]+[−a]+ = [a]+([−b]+ − [b]+) + [b]+([a]+ − [−a]+) = −b[a]+ + a[b]+,

and observing that translation invariance implies
∑

j u
(j) · ∇V (x) = 0, we have

∑

j 6=i

(λi(x, j) − λj(x, i))

=

∑

j 6=i

(
[u(j) · ∇V (x)]+[−u(i) · ∇V (x)]+ − [u(i) · ∇V (x)]+[−u(j) · ∇V (x)]+

)

∑

k[u
(k) · ∇V (x)]+

=

∑

j 6=i−u
(i) · ∇V (x)[u(j) · ∇V (x)]+ +

∑

j 6=i u
(j) · ∇V (x)[u(i) · ∇V (x)]+

∑

k[u
(k) · ∇V (x)]+

=
−u(i) · ∇V (x)

∑

j 6=i[u
(j) · ∇V (x)]+ − u(i) · ∇V (x)[u(i) · ∇V (x)]+
∑

k[u
(k) · ∇V (x)]+

= −u(i) · ∇V (x).

Proposition 8.13 shows how to generalize event chain Monte Carlo to potentials that
are not the sum of pairwise terms. This is important in practice because the most
accurate potentials, e.g. potentials obtained from density functional theory, do not
have this form.
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